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Abstract

In the world of human language technology, resource-scarce languages (RSLs) suffer from the prob-

lem of little available electronic data and linguistic expertise. The Lwazi project in South Africa

is a large-scale endeavour to collect and apply such resources for all eleven of the official South

African languages. One of the deliverables of the project is more natural text-to-speech (TTS)

voices. Naturalness is primarily determined by prosody and it is shown that many aspects of

prosodic modelling is, in turn, dependent on part-of-speech (POS) information. Solving the POS

problem is, therefore, a prudent first step towards meeting the goal of natural TTS voices.

In a resource-scarce environment, obtaining and applying the POS information are not trivial.

Firstly, an automatic tagger is required to tag the text to be synthesised with POS categories, but

state-of-the-art POS taggers are data-driven and thus require large amounts of labelled training

data. Secondly, the subsequent processes in TTS that are used to apply the POS information

towards prosodic modelling are resource-intensive themselves: some require non-trivial linguistic

knowledge; others require labelled data as well.

The first problem asks the question of which available POS tagging algorithm will be the most

accurate on little training data. This research sets out to answer the question by reviewing the

most popular supervised data-driven algorithms. Since literature to date consists mostly of isolated

papers discussing one algorithm, the aim of the review is to consolidate the research into a single

point of reference. A subsequent experimental investigation compares the tagging algorithms on

small training data sets of English and Afrikaans, and it is shown that the hidden Markov model

(HMM) tagger outperforms the rest when using both a comprehensive and a reduced POS tagset.

Regarding the second problem, the question arises whether it is perhaps possible to circumvent

the traditional approaches to prosodic modelling by learning the latter directly from the speech

data using POS information. In other words, does the addition of POS features to the HTS context

labels improve the naturalness of a TTS voice? Towards answering this question, HTS voices are

trained from English and Afrikaans prosodically rich speech. The voices are compared with and

without POS features incorporated into the HTS context labels, analytically and perceptually. For

the analytical experiments, measures of prosody to quantify the comparisons are explored. It is

then also noted whether the results of the perceptual experiments correlate with their analytical

counterparts. It is found that, when a minimal feature set is used for the HTS context labels, the

addition of POS tags does improve the naturalness of the voice. However, the same effect can be

accomplished by including segmental counting and positional information instead of the POS tags.

Key words: part-of-speech tagging, text-to-speech synthesis, resource-scarce language, natu-

ralness, prosody, HTS context labels.
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Chapter 1

Introduction

1.1 Background

1.1.1 Natural Language Processing

Natural Language Processing (NLP) is a multi-disciplinary field that borrows from computer sci-

ence, linguistics and cognitive psychology. It combines their theory with computation to process

natural (human) language text. In other words, NLP entails the computational representation and

analysis—that is understanding and generation—of the text [49].

Another closely related and overlapping field is Computational Linguistics (CL), which differs

subtly from NLP in that it uses computation to understand linguistics better. Hence, computational

representation and analysis are in this case the means and not the end as in NLP. Both fields have

their roots in Artificial Intelligence (AI), which is the study of computational models of human

cognition [90].

NLP processes text on different levels of linguistic analysis [49]:

Phonology This is the study of how speech sounds function and are organised in a particular nat-

ural language. Conversely, phonetics analyses the physical production of speech, independent

of language [73]. Some important terminology are the following: A phoneme is the smallest

theoretically contrastive unit (able to distinguish words) in the sound system of a language.

A phone is the smallest physically identifiable unit (yet not able to distinguish words) in

speech [71]. A phoneme is realised as one or more phones in different phonemic contexts or

environments—these phones are termed allophones [68]. For example, the aspirated [pH] in

pin and the unaspirated [p] in spin are allophones of the phoneme /p/ [25].

Morphology The smallest meaningful unit in the grammar of a language is called a morpheme

[70]. This level then performs morphological decomposition of words into roots and affixes

to infer their internal structure [72]. Consider the example word misjudged. A root carries

the principal part of meaning in the word, namely judge. An affix augments the meaning of

the principal part. It can be a prefix that is prepended to the word, namely mis- meaning

“wrong”, or a suffix that is appended to the word, that is -ed indicating the past tense.

Lexicology Lexical analysis determines the underlying meaning or sense of individual words, typ-

ically by lookup in a dictionary called a lexicon [69]. If a word has multiple senses, it is

1



disambiguated at the semantic level.

Syntax This level infers the grammatical structure of the sentence, that is the structural depen-

dencies among the constituent words. It includes, inter alia, the tagging of the words with

Part-of-Speech (POS) categories, for example noun, verb and preposition, and the parsing

of phrases such as noun phrases, verb phrases and prepositional phrases. The structure is

most intuitively represented as a tree, of which an example can be seen in Figure 1.1. The

(probable) grammatical order required of the parts of speech within these structures helps to

eliminate the ambiguity of multiple such categories for a single word.

Sentence

NounPhrase

Determiner

The

Noun

cat

VerbPhrase

Verb

chases

NounPhrase

Determiner

a

Noun

mouse

Figure 1.1: The syntactic tree for the sentence The cat chases a mouse

Semantics In general, this is the study of meaning of linguistic expressions. More narrowly

defined, it is the study of word sense on the sentence level, not yet considering discourse and

pragmatic factors (explanations to follow) [74]. At this level, the meaning of the remaining

ambiguous words from the lexical stage are resolved by considering the interactions among

the individual word senses in the sentence. This is called word-sense disambiguation. The

representation of the meaning of words may be done using predicate logic. This decomposes

a word into its basic properties or semantic primitives. When these primitives are shared

among words in the lexicon, meaning can be unified across and inferences drawn from the

words [49]. The sentence

John is the father of Michael. (1.1)

could be represented with predicate logic as follows:

Relation(Object(Type(father),Agent(John)),

Object(Type(son),Agent(Michael))) (1.2)

The expression Agent is called a predicate, which assigns a property to its argument John.

Discourse Whereas syntax and semantics are, therefore, sentence-level analyses, this level of anal-

ysis functions on the whole document or discourse, connecting meaning (for example POS,

2



number agreement, gender, et cetera) across sentences. Anaphora resolution resolves pronoun

references such as She in the sentences

The boy likes the girl. She is pretty. (1.3)

by using the gender attribute to assign it to the noun phrase the girl.

Pragmatics This is the study of meaning in context over and above that which can be captured

by the text, for example the intent, plan and/or goal of the speaker, the status of the parties

involved and other world knowledge. Pragmatics is in this way an explanation of how humans

are able to overcome the inherent ambiguity in natural language sentences. Consider the

following example:

The boy hit his little brother. He cried. (1.4)

The anaphora resolution of He cannot take place on the discourse level because the pronoun

agrees in number and gender with both the subject and the object in the first sentence.

Pragmatic knowledge that pain inflicted on a young child will normally lead to tears is required

to associate He with the object his little brother.

It is important to note that the above process is not strictly sequential; many times the levels

must interact “out of order” to extract meaning out of linguistic expressions [49]. Hence, a “higher”

level will often be required to assist in the analysis of a “lower” one. In the sentence

The man entered the court. (1.5)

pragmatic knowledge that the setting is a tennis tournament will help to disambiguate court to

court-tennis and not court-law during semantic analysis.

The scope of NLP technically allows the natural language text to be spoken or written, but

spoken language processing has split off into separate fields: Automatic Speech Recognition (ASR)

for understanding and Text-to-Speech (TTS) for generation. These fields may be related back to

their parent by considering them to use NLP, particularly in the stages where the speech is in text

form—in the case of ASR this is in the second half of processing after recognition, and in the case

of TTS it is in the first half before synthesis. The stages of acoustic recognition and synthesis

borrow techniques from engineering to perform the digital signal processing (DSP) of the speech

waveform.

Figure 1.2 shows a simplified block diagram of NLP to illustrate roughly where ASR and TTS

overlap with their parent. It has been adapted from [94]. The blocks are the available NLP levels;

arrows coming into a block indicates its input and arrows coming out indicates its output. The

dashed arrows are the ASR flow (starting at the acoustic signal and ending at the words); the solid

arrows are the TTS flow (starting at the words and ending at the acoustic signal) and the dotted

arrows are the unused NLP flow (by its children fields). A digression on ASR is beyond the scope

of this dissertation; TTS will be introduced in the next subsection.

3
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Phonology

Lexicology

SyntaxMorphology

Semantics

Discourse &
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of context

uniquely

pronounceable

words

meaning in

context

ASR

TTS

Figure 1.2: Overlap in the fields of NLP, ASR and TTS

4



1.1.2 Text-to-Speech Synthesis

TTS is the generation of speech from text. It comprises the following stages (adapted from [83]):

Text segmentation The first stage splits the character stream of the text into initial manage-

able units, namely sentences and tokens. Sentencisation is important to limit the scope of

subsequent processing, since sentences mostly do not influence the pronunciation of one an-

other. Sentence boundaries are usually marked by punctuation. Conversely, words and their

positions in the sentence do influence its pronunciation, therefore tokenisation segments a sen-

tence into its constituent tokens, the written forms of the unique words yet to be discovered.

Whitespace is the delimiter for many languages.

Text decoding The second stage decodes each token into one or more uniquely pronounceable

words. Non-standard word tokens such as numbers, dates and abbreviations are classified

and expanded into their standard word natural language counterparts in a process called

normalisation. Examples of expansions are:

101→ one hundred and one (1.6)

2010/11/19→ nineteen november twenty ten (1.7)

etc.→ et cetera (1.8)

A special case of homograph disambiguation then disambiguates homographs1 among the

token expansions that are not homophones2. Consider the following:

bear→ bear-animal or bear-burden? (1.9)

bass→ bass-fish or bass-music? (1.10)

bear in (1.9) does not need to be disambiguated, but bass in (1.10) does. The classification

techniques employed in the normalisation and disambiguation processes range from simple

regular expression rules to more elaborate context-sensitive rewrite rules, decision lists, deci-

sion trees and Naive Bayes classifiers [80, 83, 95].

Text parsing The third stage infers additional lexical, syntactic and morphological structures

from the words that are useful for the pronunciation and prosodic modelling stages to follow.

The tasks include POS tagging (assignment and disambiguation of POS categories to words),

chunking (parsing of non-overlapping phrases) and morphological analysis (identification of

stems and affixes in words).

Pronunciation modelling The fourth stage models the pronunciation of individual words. It

maps the words to their constituent phonemes, either by looking up known words in a lexicon

or by applying grapheme-to-phoneme (G2P) rules to unknown words. Syllabification divides

the words into syllables. Word-level stress (an inherent property of isolated words: it is stress

on certain syllables) or tone, depending on the language type, is then assigned to the syllables.
1 Words with different meanings but the same written form.
2 Words with the same pronunciation irrespective of their meaning or written form.

5



Prosodic modelling The fifth stage predicts the prosody of the whole sentence, namely the

phrasing (pauses between phrases), sentence-level stress (a phenomenon of connected speech:

certain words in a phrase are stressed according to their word-level stress, at the expense of

reducing the word-level stress of the other words; typically content words3 are stressed and

function words4 are reduced) and intonation (the melody or tune of an entire sentence).

Speech synthesis The sixth stage encodes the above information into speech. The various syn-

thesis techniques will be discussed at the end of the section.

In TTS the first five stages of text analysis are collectively referred to as the NLP frontend.

The sixth stage of speech synthesis is also called the DSP backend.

To explain the difference between NLP for TTS and standard NLP, it is necessary to refine what

was stated in Section 1.1.1: standard NLP may be viewed as a collection of text processing modules,

functioning on the different linguistic levels. The modules employ various statistical or rule-based

techniques to perform their functions. The statistical techniques, in turn, use characteristics or

properties extracted from data, called features.

NLP for TTS then borrows from the standard NLP collection only those modules, techniques

and features that are necessary to affect acceptable pronunciation of words and phrases in the text.

For example, discourse and pragmatics are not necessary for TTS. From this perspective, NLP for

TTS is a subset of standard NLP with shallower analyses. However, NLP for TTS also consists

of modules, techniques and features that are not part of the standard NLP collection, for example

pronunciation and prosodic modelling, because the text is meant for a spoken context. In this way,

NLP for TTS is also an extension of standard NLP.

The DSP backends of state-of-the-art TTS systems can synthesise the speech according to the

major techniques categorised in Figure 1.3 (wherein “gen” stands for the generation technology).

These synthesis techniques may be described briefly as follows [83]:

Articulatory synthesis This parametric method uses an articulatory model of the human vocal

tract5 to simulate the physical process of speech production. The control parameters of the

model are (inter alia) sub-glottal pressure, vocal fold tension and the relative positions of the

different articulatory organs [82].

Formant synthesis The vocal tract has certain major resonant frequencies6 that change as the

configuration of the vocal tract changes. The spectral peaks of the resonances are called

formants and are the distinguishing frequency components of speech [79]. A formant syn-

thesiser thus aims to simulate the acoustic process of speech production in a source-filter

paradigm—the source models the glottal waveform (a pulse train for voiced sounds and ran-
3 Words that carry information such as nouns, verbs, adjectives and adverbs.
4 Words such as pronouns, prepositions, articles and conjunctions.
5 The vocal tract is the cavity through which a sound wave travels—from the glottis (the space between the two

vocal folds in the larynx) through the pharynx (the throat) to the lips and nose [50].
6 Resonance is the phenomenon of an acoustic system to vibrate at a larger amplitude than normal when driven by

a signal which frequency approximates the natural frequency of vibration of the system. Multiple resonant frequencies

may be present at the harmonics (frequencies that are an integer multiple) of the natural frequency [3].
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Figure 1.3: State-of-the-art speech synthesis techniques

dom noise for unvoiced sounds) and the filter models the formant resonances of the vocal

tract7 [76].

Diphone synthesis This is a concatenative synthesis technique that moves away from the explicit

rule-based models of speech production towards a data-driven approach for generating speech

content. An inventory of segmented units of recorded speech is compiled, one instance for

each unique type, and concatenated at runtime to synthesise new speech [83]. Intuitively,

phoneme waveforms would make sense as the units, but their concatenation poses problems

due to coarticulation effects. Diphone waveforms, which capture the transition from the

middle of one phoneme to the middle of the next, provide a workaround since there is minimal

coarticulation at their boundaries [82]. The original diphone units available to the synthesiser

will not have the required prosody of the target utterance, so DSP techniques are used to

modify the neutral pitch and timing of these diphones to match those of the specification

[83].

Unit-selection synthesis Unit-selection is like diphone synthesis but uses a much larger inven-

tory of multiple units per unique type, recorded in different prosodic contexts (not only pitch

and timing, but also stress, phrasing, et cetera). At runtime, the synthesiser selects the most

appropriate sequences of units that fit the specified prosodic criteria, according to a target

cost. In this way the prosody is modelled implicitly by the data, meaning that the quality of

the synthesis is heavily dependent on the quality and coverage of the unit database. The DSP

stage mostly only has to join the units. However, the joining is not that trivial anymore, since
7 A filter is a system that alters the signal passing through it. This is exactly what the vocal tract does to the

sound wave originating at the glottis [27].
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the variability in units necessarily results in variability at the unit edges—a consideration that

is taken into account in the concatenation cost [7, 83].

Limited-domain synthesis For some applications the range of utterances to be synthesised is

limited such that it becomes feasible simply to concatenate whole words or phrases from

an inventory. When the vocabulary is out-of-range the synthesiser will then fall back on

diphone or unit-selection databases. The task is, therefore, to maximise the quality of the

most common utterances and have it degrade gracefully to the less common ones [29].

Hidden Markov Model-based synthesis This is an example of statistical parametric synthesis

that borrows concepts from both parametric formant and data-driven concatenative synthesis.

It uses the source-filter paradigm to model the speech acoustics, but this time the parameters

are estimated from the recorded speech instead of being hand-crafted. During training of

the system, both excitation (inter alia fundamental frequency or F0 8) and spectrum (inter

alia mel-frequency cepstral coefficients (MFCCs)9) parameters are extracted from the data

and modelled by context-dependent HMMs. The contexts considered are phonetic, linguistic

and prosodic. Furthermore, each HMM has state duration probability densities to model

the temporal structure of speech. During synthesis, the duration, excitation and spectrum

parameters are generated from the concatenated HMMs. The latter two sets of parameters

are used in the excitation generation and synthesis filter module to synthesise the speech

waveform [7].

TTS voice quality is deemed acceptable according to two performance criteria: intelligibility and

naturalness. Intelligibility measures how understandable the speech is to a listener, that is to which

degree the listener will be able to recount the original words in the text. Typical methods employed

to evaluate intelligibility include comprehension and transcription tests. Naturalness measures how

much the TTS voice sounds like the voice of a human. Methods of evaluation include perceptual

tests where a listener rates a single utterance or compares two utterances relatively. The two

criteria are in most cases inversely correlated—naturalness is often added to a voice at the expense

of its intelligibility—so a balance has to be maintained [83].

1.2 Contextualisation

1.2.1 Part-of-Speech Tagging

A part of speech is a linguistic category assigned to a word in a sentence based upon its morpho-

logical and syntactic—or morphosyntactic—behaviour. Words are grouped into POS categories

according to the affixes they take (morphological properties) and/or according to their relationship

with neighbouring words (syntactic properties) [41]. Example POS categories common to many

languages are noun, verb, adjective and adverb.
8 Every periodic signal, such as that which speech approximates, has a fundamental frequency given by the inverse

of its period [77]. When considering resonance in speech, the fundamental frequency can be likened to the natural

frequency of vibration. Fundamental frequency is a characteristic description of prosody in speech synthesis.
9 Simplistically, MFCCs are derived in a process that involves the Mel-cepstrum (the spectrum of a non-linearly

mapped spectrum) of a signal—they are a good approximation to the response of the human auditory system [28].
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Words are often ambiguous in their POS categories, for example record can be a noun or a

verb. The ambiguity is normally resolved by looking at the context of the word in the sentence,

for example in

The athlete broke the record for the 100m sprint. (1.11)

record can only be a noun.

POS tagging is the automatic assignment and disambiguation of POS categories to words in

electronic text. It is a prominent topic in NLP that has been well investigated, since it is a

fundamental first step to subsequent syntactic, semantic and other NLP procedures, in applications

such as TTS, information retrieval and grammar checking.

Approaches to automatic tagging include rule-based and statistical ones. The former use either

hand-crafted rules [31, 35, 43], which require intricate linguistic knowledge, or rules learned from

data [12, 40]. The latter are data-driven and use statistical methods, such as Markov models

[11] or maximum entropy models [59], to determine the lexical probability (for example, without

context, address is more likely to be a noun than a verb) and contextual probability (for example,

after to, address is more likely to be a verb). Both approaches to POS tagging are, therefore,

very resource-intensive tasks (either in terms of human resources or data resources), and it is a

prominent engineering problem in NLP to optimise the use of such resources.

1.2.2 Text-to-Speech Synthesis

The development of TTS voices for resource-scarce languages (RSLs) remains a challenge today.

RSLs suffer from the problem of little available electronic data, such as texts and recorded speech,

and linguistic expertise, such as phonological and morphosyntactic knowledge. The Lwazi project

in South Africa [85] is a large-scale endeavour to gather and apply such human language technology

resources for all eleven of the official South African languages. On the TTS front, a multilingual

TTS system, called Speect [52], has been developed.

In the first phase of the project, Speect incorporated the following modules in its NLP frontend:

• Whitespace-based tokenisation

• G2P rules

• Syllabification

• Punctuation-based phrase break insertion

The DSP backend was a unit-selection synthesiser. A small speech corpus was recorded with neutral

prosody for each language. The neutral prosody compensated for the few examples that would be

present per unique type in the unit-selection database. Using just these few resources, baseline

intelligible voices for all the languages could be synthesised [47].

One of the TTS goals for phase two of the Lwazi project is to produce more natural voices.

Towards this end, Speect is now exploring the HTS engine [86, 97] as HMM-based synthesiser for

more and, hopefully, better control over the voices (the parameterisation allows for manipulation).
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Furthermore, the speech corpora are going to be larger (albeit still very small compared to those

of majority languages) and prosodically richer.

The naturalness of a TTS voice is primarily determined by prosody [26, 62]. Prosody includes

phrase breaks, sentence-level stress and intonation [83], and possibly word-level stress or tone as

well (see Section 1.1.2). Central to the modelling of most of the above effects stands POS tagging.

To elaborate:

• Word-level stress is dependent on the POS of the word, for example, in English, nouns often

carry stress on different syllables than verbs [61]. This is true for word-level tone as well

(which, in addition, requires a morphological analysis for finer grained information, such as

tense, on top of the basic POS category [98]).

• Sentence-level stress requires a syntactic structure [83] of which POS information is a building

block. Even a simple content-function word rule requires the POS of a word to categorise it.

• Phrase breaks can either be predicted from chunking [83], which in turn requires POS tagging,

or directly from the POS tags themselves in an HMM approach to modelling the junctures

[84].

• Aspects of intonation, such as the sentence-final pitch of questions, may benefit from identi-

fying, for example, “WH”-words in English through POS tagging.

Solving the POS problem is, therefore, a prudent first step towards meeting the goal of natural

TTS voices.

1.3 Problem Statement

The improvement of the naturalness of synthesised speech by means of POS information faces the

following challenges in a resource-scarce environment:

1. An automatic tagger is required to obtain the POS information from the text to be synthe-

sised. State-of-the-art taggers are data-driven and require large amounts of labelled data for

training. The trend of POS tagging research over the years has been to improve accuracy on

these large data sets using different machine learning algorithms and/or features. From an

engineering perspective, however, it is more pragmatic to optimise and test the algorithms on

less data to cater for RSLs. Recent studies, such as Agrawal and Mani [1] and Hasan et al.

[38], have started to address this problem, but a comprehensive investigation that compares

all the tagging algorithms is still outstanding.

2. The pronunciation and prosodic modelling stages require expensive resources in addition

to the POS information: stress and tone rules necessitate non-trivial linguistic knowledge.

Phrasing based on chunking requires annotated chunk data and the implementation based

directly on POS sequences and junctures needs data labelled with the junctures. Once again

an engineering solution is required to minimise the resource usage so that a TTS voice for an

RSL can still be built efficiently, yet with more naturalness.
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1.4 Research Questions

Following from the above statements, these questions may be asked:

1. Which available POS tagging algorithm will be the most accurate given little training data?

2. Is it possible to circumvent the traditional approaches to pronunciation and prosodic mod-

elling by learning the latter directly from the speech data using POS information? In other

words, does the addition of POS features to the HTS context labels improve the naturalness

of a TTS voice?

1.5 Aims

The research questions lead to the following aims:

1. To find a POS tagging algorithm that exploits little training data the best; and

2. To determine whether POS information has an effect on the naturalness of a TTS voice.

1.6 Hypotheses

The following hypotheses are made in answer to the research questions:

1. The POS tagging algorithm that achieves the highest accuracy in the literature on much data

will fare the best on little data as well; and

2. Since the speech data are prosodically rich, and pronunciation and prosody are dependent on

POS, the addition of POS features will indeed improve the naturalness of a synthesised voice.

1.7 Contributions

The study hopes to make the following contributions to the natural language engineering commu-

nity:

1. A “one-stop” review of POS tagging algorithms and their performance on limited data will

provide a reference framework for the RSL researcher-developer to perform POS tagging tasks

effectively and efficiently; and

2. An alternative way to build more natural synthesised voices more cheaply will stimulate rapid

development of TTS systems with limited resources.

1.8 Research Methodology

The modi operandi to reach the aims of this research are:
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1. A comparative study of past and state-of-the-art POS tagging algorithms will be done regard-

ing their functioning, resource requirements and accuracy. The algorithms may be categorised

according to their resource requirements as supervised, unsupervised and semisupervised. The

review will only cover supervised algorithms though. The performance figures of the algo-

rithms, as recorded in the literature, will be discussed. Experiments will be conducted on the

supervised taggers using English text from the Penn Treebank WSJ corpus [54] and Afrikaans

text from a balanced corpus developed in [56]. Increments of 5,000 labelled tokens up to a

maximum of 40,000 tokens will be used as different training data sets. The test data set

consists of 10,000 tokens separate from the training data. The original POS tagsets, as well

as reduced versions, will be used. The performance measure for the taggers is accuracy, cal-

culated as the percentage correctly tagged tokens out of the total amount of tokens in the

test set. A t-test will examine the statistical significance of the tagger accuracies.

2. HTS voices will be trained from English and Afrikaans prosodically rich speech. The speech

corpora consist of approximately 1,000 utterances each—for English, the CMU ARCTIC

“US bdl” speaker data are used; for Afrikaans, in-house recordings are used. 100 random

utterances from the data are kept aside as a test data set. The voices will then be compared

with and without POS features incorporated into the HTS context labels in four experiments.

The first experiment tests the POS effects when using a maximal feature set for the context

labels. The second experiment repeats the first, but uses a minimal feature set. The third

experiment compares voices trained with different quality POS taggers. The final experiment

matches the voices using minimal features with POS information against the voices using

maximal features without POS information. The analytical measures of absolute difference in

duration and mean squared error in pitch and intensity will be used to calculate the closeness

of a synthesised utterance to its original natural speech counterpart. One synthesised voice

is then considered more natural than another if it is closer to the natural speech. The

experiments will include perceptual tests in an attempt to validate the analytical results.

10 mother-tongue speakers from each language will each listen to 20 pairs of synthesised

utterances to determine which voice is more natural in a particular experiment. McNemar’s

test will be used to test the significance of the analytical and perceptual results.

1.9 Overview

Chapter 1 introduced the background content and objectives of the dissertation. The problem

statement, research questions, aims, hypotheses, expected contributions and research methodology

were presented.

Chapter 2 undertakes the literature study on POS tagging algorithms. The chapter briefly

discusses the supervised, unsupervised and semisupervised learning paradigms, and then reviews

the supervised algorithms. Each section on a particular algorithm starts off by explaining the

theory behind the algorithm and ends off by listing the accuracies obtained in the literature, as

well as the resources required to do so.

An experimental investigation of the supervised POS taggers follows in Chapter 3 to test part
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one of the research hypothesis. The sections elaborate on the setup—the taggers used, their pa-

rameters, the datasets and the tagsets—and tabulate and discuss the results.

Chapter 4 relates the analytical and perceptual experiments on the different TTS voices to

assess part two of the hypothesis. The first section explains the setup common to all the subsequent

experiments: details of the POS tagger used, the speech datasets, how the voices are built, the

HTS context label feature sets, the analytical measures and the perceptual test. The next sections

describe each experiment and list and discuss its results.

Finally, the dissertation concludes in Chapter 5. The chapter starts with a summary by briefly

restating the problems addressed by the research, how the aims were accomplished by the previous

chapters and how the outcomes reflect on the initial hypotheses. The chapter ends with a section

on possible extensions to the research that can be addressed by future work.
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Chapter 2

A Literature Review of

Part-of-Speech Tagging Algorithms

2.1 Introduction

An automatic tagger is required by the TTS system to tag the words with their POS information

at synthesis runtime. The task of POS tagging can be accomplished with hand-written rules or

statistical approaches, which use data. Over the past two decades, as more data became available,

different machine learning algorithms have been applied to POS tagging and have proven to be

very successful.

This chapter provides a review of these data-driven algorithms. Literature to date consists

mainly of disparate journal articles and conference proceedings, each discussing a single algorithm.

Performance figures across the papers are difficult to compare, since different experimental condi-

tions (amount of data, tagsets, language, et cetera) have been used. Furthermore, the focus has

mainly been to improve tagging accuracy on large data sets. Only recently has performance on

small data sets been investigated.

The purpose of this review is to consolidate the research on the most popular algorithms and

present them from a resource-based perspective, which is important for an RSL. Data-driven POS

tagging algorithms may be categorised according to the learning paradigm they employ to model

the data. They can be supervised, unsupervised or semisupervised, where the term “supervision”

refers to the human intervention required for training. The type of learning thus directly determines

the type and amount of resources the algorithms require.

Section 2.2 explains these learning paradigms. Supervised learning is briefly introduced be-

fore the algorithms in the class are discussed at length in Section 2.3. An in-depth exposition

on unsupervised and semisupervised learning is beyond the scope of this dissertation, so these

paradigms are only touched upon with literature references. The chapter concludes in Section 2.4

with an interpretation of the supervised results in light of the first hypothesis stated in Section 1.6,

namely that the tagging algorithm that fares the best on large data sets will also outperform other

algorithms on small data sets.
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2.2 Learning Paradigms

2.2.1 Supervised Learning

Supervised algorithms operate on labelled training data; that is each example in the data consists of

an input object (for example, an observation) and an output value (for example, a categorisation).

In POS tagging, the input is a word from the language and the output its corresponding POS

category. Typically, a large collection of continuous text, called a corpus, is gathered and labelled

(or annotated) by hand—a very laborous and, therefore, expensive task.

The study of each algorithm in Section 2.3 is based mainly on one representative paper so that

the review can cover the topic sufficiently in breadth, rather than focusing in depth, which is beyond

the scope of the dissertation. Accuracy figures for English are used throughout as a performance

benchmark on large corpora, while figures for selected RSLs are used (where available) to note the

effect of little data on a particular algorithm.

It is worth noting at this point that classifiers based on the different algorithms can be combined

for an overall (slightly) better performance than what any of the individual classifiers can achieve.

The motivation behind it is that the employed machine learning formalisms and/or captured knowl-

edge differ enough to produce different classification errors. In other words, the classifiers have

different strengths and weaknesses that can be exploited in combination [91]. The review is about

the core algorithms, however, so the assumption will simply be made that classifier combination

will produce slightly better results in most cases.

2.2.2 Unsupervised Learning

Unsupervised algorithms infer models from raw, unlabelled data. No supervision is required, mak-

ing these algorithms a very attractive solution in a resource-scarce environment. However, their

accuracy is currently far below that which can be achieved by supervised algorithms.

A popular approach to unsupervised learning of POS categories is the distributional tagging

algorithm in [66], which can tag a language for which no knowledge about the categories is available

beforehand. It uses the general distributional properties of the text in the training corpus to

cluster syntactically similar tokens. The assumption is that the syntactic behaviour of the tokens

is reflected in co-occurrence patterns. Therefore, the similarity between two tokens is measured

by the degree to which they share the same left and right neighbouring tokens. This approach is

explored further in [18] and combined with morphological analysis in [19] and [24].

The above approaches require that the number of clusters, or syntactic categories, be specified.

[4] describes a graph-clustering method that infers the kind and number of categories automatically.

Two partitions of word cluster graphs are calculated and then merged: one based on distributional

similarity of high frequency words and another on log-likelihood similarity of neighbouring co-

occurrences of low frequency words. A lexicon is constructed from the resultant word clusters

(words mapped to anonymous syntactic categories) and used to train a trigram tagger. The tagger

is finally augmented with an affix classifier for unknown words.
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2.2.3 Semisupervised Learning

Semisupervised algorithms fall between the supervised and unsupervised paradigms. They use

both labelled and unlabelled data. This partial supervision improves accuracy beyond that of

unsupervised alternatives, while alleviating some of the burden imposed by manual labelling. The

labelled portion of data can come in the form of seed data, a small subset of manually labelled data

with which to bootstrap the algorithm on the unlabelled data, a tagging dictionary of all the words

in the lexicon with their possible POS categories (also called ambiguity classes), or a prototype list

of all the POS categories, each assigned a finite number of word examples from the lexicon.

Seed data approaches include self-training and co-training [20]. In self-training a single tagger is

trained once on the seed data and then retrained iteratively on the unlabelled data. In co-training

two taggers are retrained iteratively on the output of each other. The idea is that the one tagger can

learn useful information from the output of the other if their descriptions of the data are sufficiently

different. A variant of these two training approaches is Self-Learned Features (SLF) [57]. It retrains

the base supervised model using the predictions from the unlabelled corpus as extra features in

the model, rather than as new examples to the training corpus. These features are related to the

distribution of the classes through the unlabelled corpus.

Dictionary approaches see Hidden Markov Models (HMMs) trained with the Baum-Welch al-

gorithm, an instance of Expectation-Maximisation (EM) that iteratively aligns the observations of

ambiguity classes with the states of true POS tags, until the most likely sequences are extracted

[21]. A semisupervised version of Transformation-Based Learning (TBL) applies rules to the data

that transform the ambiguity classes into single POS tags [14]. Contrastive Estimation (CE) [78] is

an alternative training method to EM for HMMs. Parameter estimation may be viewed as pushing

probability mass toward the training examples. Whereas EM only considers to where the mass is

pushed (a positive training example), CE considers from where it is taken as well (a neighbourhood

set of negative examples). CE moves the mass from the negative to the positive examples under

the hypothesis that good models are those that discriminate an observed example from its neigh-

bourhood. Bayesian HMM tagging [34] advocates that, instead of estimating a single set of optimal

model parameters such as in EM, a distribution over the latent variables, given the observed data,

may be obtained by integrating over all possible model parameter values. The integration makes

the model robust in its choices for a tag sequence and allows the use of linguistically appropri-

ate priors. In Bayesian LDA-based tagging [88], the tagging model is an extension of the Latent

Dirichlet Allocation (LDA) model [8]. Like the Bayesian HMM, the model employs a sparse prior

on the distribution p(t|w) of a tag given a word and holds a distribution over its parameters instead

of estimating a single optimal set. It differs, however, by incorporating the prior directly on the

p(t|w) distribution.

Given a POS tagset, prototype-driven learning [36] specifies a few word examples, or prototypes,

for each tag without going the length of labelling the training corpus. It then links word tokens

in the unlabelled training corpus to these prototypes according to their distributional similarity

(Section 2.2.2). The prototype links are encoded as features in a log-linear generative model that

is trained on the unlabelled data.
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2.3 Supervised Tagging Algorithms

2.3.1 Hidden Markov Models [11, 17, 83]

POS tagging assigns the most likely sequence of POS tags T = {t1, t2, . . . , tn} to a sequence of

tokens W = {w1, w2, . . . , wn}. Probabilistically, this may be expressed as:

T̂ = arg max
T

p(T |W ) (2.1)

Under the Hidden Markov Model (HMM) formalism, W may be viewed as the observation

sequence and T as the underlying, hidden state sequence that produced the observations. Therefore,

an HMM is actually a generative model that computes p(W |T ). Hence, p(T |W ) in (2.1) must be

rewritten using Bayes’ rule:

p(T |W ) =
p(W,T )
p(W )

(2.2)

=
p(W |T )p(T )

p(W )
(2.3)

The joint probability p(W,T ) of (2.2) is the component of the posterior p(T |W ) that must be

maximised in (2.1), for the evidence p(W ) remains constant over the maximisation. p(W,T ) may

be decomposed as in (2.3) into a likelihood p(W |T ), which is the observation or lexical probabilities

of the sequence of tokens given the sequence of POS tags, and a prior p(T ), which is the state

transition or contextual probabilities of the sequence of POS tags, independent of seeing the tokens:

p(W |T ) =
n∏
i=1

p(wi|ti) (2.4)

p(T ) = p(t1, t2, . . . , tn)

= p(tn|tn−1, tn−2, . . . , t1)p(tn−1|tn−2, tn−3, . . . , t1) . . . p(t2|t1)p(t1)

=
n∏
i

p(ti|ti−1, ti−2, . . . , t1)

≈
n∏
i=1

p(ti|ti−1, ti−2) (2.5)

The prior should model the probability of a POS tag given all its predecessors. Yet, the curse

of dimensionality does not allow this, so it approximates the probability by using only one to three

predecessors—typically two to form a second-order Markov or trigram model [11].

p(W,T ) may now be stated succintly as:

p(W,T ) =
n∏
i=1

p(wi|ti)p(ti|ti−1, ti−2) (2.6)

The argument of the maximisation in (2.1) is obtained through the Viterbi algorithm, which

optimises p(W,T ) over the state sequence T to find the most likely state sequence (path through

the HMM) T̂ that produced the observation sequence W [58, 83].

The training of the HMM is data-driven. When annotated data is used—that is each token in

the corpus is tagged with a POS, so the state sequences that produced the tokens are known—the
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state transition and observation probabilities can be computed directly from frequency counts:

p(wi|ti) =
F (wi, ti)
F (ti)

(2.7)

p(ti|ti−2, ti−1) =
F (ti−2, ti−1, ti)
F (ti−2, ti−1)

(2.8)

where F (x) is the number of times x is observed.

Since the trigrams themselves might also not be estimated reliably due to data sparsity—causing

unrealistic low or zero probabilities—a smoothing algorithm can be used to distribute the prob-

ability mass to these trigrams. An example is the linear interpolation of unigrams, bigrams and

trigrams:

p(ti|ti−2, ti−1) = λ1p̂(ti) + λ2p̂(ti|ti−1) + λ3p̂(ti|ti−2, ti−1) (2.9)

where p̂ are frequency counts and λ1 + λ2 + λ3 = 1 so that p again represents a probability. The

values of λ1, λ2 and λ3 are estimated by deleted interpolation [11, 33].

An HMM tagger is a statistically sound approach since it uses both a likelihood and prior

model, but these models require the training data to be annotated. Furthermore, the larger the

POS tagset, the more data are required to prevent sparsity problems.

Brants trained and tested his TnT tagger comprehensively on two corpora in [11]: the German

NEGRA corpus of 355,000 tokens and the Penn Treebank Wall Street Journal (WSJ) corpus of

approximately 1,200,000 tokens. The NEGRA corpus is tagged with the Stuttgart-Tübingen tagset

consisting of 57 tags [64]. The Penn Treebank uses 36 POS tags and 12 other tags for punctuation

and currency symbols [54]. Incrementally larger subsets of the corpora were evaluated of which

90% were partitioned for training data and 10% for test data each time. The training and test sets

were disjoint.

The accuracy on the NEGRA corpus increased logarithmically from a minimum of 78.1% at

1000 training tokens to a maximum of 96.7% at 320,000 tokens. The accuracy on the Penn Treebank

ranged from a minimum of 78.6% at 1000 training tokens to a maximum of 96.7% at 1,200,000

tokens. The learning curve is also logarithmic.

In the NLPAI-ML 2006 contest, Karthik et al. [46] and Agrawal and Mani [1] implemented

various POS tagging algorithms on corpora of the resource-scarce Indian languages Telugu and

Hindi. The Telugu corpus comprised 27,000 tokens for training and 6,000 for testing and the Hindi

corpus 21,000 tokens for training and 8,000 for testing. There were 29 tags in the tagset. The

HMM tagger of Karthik et al. achieved an accuracy of 82.47% on Telugu and the one of Agrawal

and Mani 79.64% on Hindi.

Pilon trained the TnT tagger on 20,000 tokens of the Afrikaans corpus developed in [56]. The

test set comprised 1,776 tokens. The tagset consists of 139 tags. She obtained an accuracy of

85.87%. In another experiment, using a reduced tagset of 13 tags, the tagger was 93.69% accurate.

Haselbach and Heid developed another Afrikaans tagset in [39]. They argue that the tagset

of Pilon is too fine-grained for statistical taggers. Therefore, they have constructed a “slim, yet

expressive” set that is “still morpho-syntactically sufficient”. This tagset consists of 39 POS tags.

They experimented with different taggers on a corpus of 16,636 tokens by using ten-fold cross
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validation for training and testing. The TnT tagger achieved a median precision of 97.05%, although

this is a bit misleading since they incorporated a lexicon (which eliminates many of the unknown

words) into the tagger.

2.3.2 Transformation-Based Learning [12, 13]

Transformation-Based Learning (TBL), or transformation-based error-driven learning, works on

the following basis as depicted in Figure 2.1 (taken from [13]):

1. Unannotated text, that is text that has not yet been classified, is passed through an initial-

state annotator. The annotator can range in complexity from one assigning a random classi-

fication to one that has been hand-crafted.

2. The output of the annotator, that is the annotated text, is compared to the truth, as specified

in a manually annotated corpus.

3. A transformation list is compiled iteratively from instantiations of transformation templates

that are learned from the errors to the truth:

(a) The highest scoring transformation from the candidate set of instantiations is added

orderly to the list.

(b) The list is then applied in a feedback loop to the initial-state annotator output to make

it resemble the truth better until some stopping criteria is met.

4. Once the ordered list of transformations has been learned, new text can be annotated by first

applying the initial-state annotator and then each of the transformations in order.

Unannotated

data

Initial State

Annotator

Annotated

data
Learner

Truth

Rules

Figure 2.1: TBL process diagram

TBL is applied to POS tagging in the following way:

1. The initial-state annotator assigns each token its most likely POS tag, estimated from a

tagged training corpus without regard for context. This makes it a supervised method.
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2. The transformation templates are based upon local context around the token, such as the tag

of the token(s), or the token(s) itself (themselves), preceding or following the current one. A

transformation takes on the form

change tag from A to B if in context C (2.10)

where A and B are single POS tags.

3. The learner learns a transformation from all the permutations of possible instantiations of

the templates (where the POS tags in the tagset or the words in the lexicon are inserted into

the placeholders of the templates):

(a) After each instantiation is applied to a subset of the training corpus, the number of

tagging errors (as compared to the truth of that subset) is counted.

(b) The learner adds the instantiation that results in the greatest error reduction to the

transformation list, as long as the reduction is above a certain threshold.

4. An example of a learned transformation can be “change tag from verb to noun if next tag

is verb”, as in the case for the tag of running in the sentence

Running is good for your health. (2.11)

As with a supervised HMM tagger, the TBL tagger requires annotated training data of which

the required amount scales with the size of the POS tagset (there is more ambiguity to resolve).

However, where the HMM formalism can only model the immediate preceding sequential context,

the TBL formalism can also model any intermittent local and/or long-distance context.

Brill applied his TBL tagger to the Brown corpus in [12]. The initial-state annotator was trained

on 90% of the corpus, the patch data (the “truth”) comprised 5% and the test data 5% as well. The

tagset was refined to 192 tags. The tagger achieved an accuracy of 94.9% using 71 transformation

patches.

Hasan et al. evaluated a TBL tagger on the SPSAL 2007 Hindi corpus1 in a comparative study

in [38]. 26,148 tokens made up the training data and 4,924 tokens the test data. There were 26

tags in the tagset. The accuracy was 71.5%.

2.3.3 Tree Tagging [65]

The statistical POS taggers based on Markov models, particularly second-order (trigram) models,

have a large number of parameters to be estimated. The typical equation for the estimation of the

transition probabilities is:

p(ti|ti−2, ti−1) =
F (ti−2, ti−1, ti)
F (ti−2, ti−1)

(2.12)

When the training data are sparse, the reliable estimation of small transition probabilities

becomes problematic. A tree tagger avoids the data sparsity problem by employing a binary
1 This is most likely the same corpus that was used in the NLPAI-ML 2006 contest. See Section 2.3.1.
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decision tree to calculate the estimates of the transition probabilities. The tree automatically

determines the appropriate size of the context used in the estimation. The context encompasses

the subset of training data, for example trigrams, bigrams or unigrams, at which the tagger arrives

at a particular node in the tree, as well as the questions that brought it there, such as ti−2 = det

and ti−1 = noun.

The probability of a trigram is obtained by following its decision outcome path down the tree

to a leaf node that contains a distribution. Note the decision tree in Figure 2.2. The trigram

p(verb|det, noun) will have the probability 0.7.

ti−1 = noun?

ti−1 = verb?

ti−1 = adj?

no

ti−2 = noun?

yes

no

ti−2 = det?

ti−2 = adj?

no

verb = 0.7

adv = 0.1

noun = 0.1
...

yes

yes

Figure 2.2: A tree tagger decision tree

The decision tree is grown recursively from a training set of trigrams extracted from an anno-

tated corpus. In each recursion step, a test or question splits the set of trigrams at the current

node into two subsets that are maximally separated according to the probability distribution of the

third tag ti. A test considers one of the two predecessors ti−2 and ti−1 and has the form:

ti−j = t, j ∈ {1, 2}, t ∈ T (2.13)

where T is the POS tagset.

The instantiation q of (2.13) that yields the greatest gain in information about the third tag

when applied to the current node, is the one to split the node. Maximising the information gain is

equivalent to minimising the average amount of information Iq that is still needed to identify the

third tag after the result of test q is known:

Iq = −p(C+|C)
∑
t∈T

p(t|C+) log2 p(t|C+)− p(C−|C)
∑
t∈T

p(t|C−) log2 p(t|C−) (2.14)

where C is the context of the current node, C+ equals C plus the condition that q succeeds and

C− that q fails. p(C+|C) is the probability that q succeeds and p(C−|C) that q fails. p(t|C+) is

the probability of the third tag if q succeeded and p(t|C−) if q failed.
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The probabilities in (2.14) are estimated from frequency counts:

p(C+|C) =
F (C+)
F (C)

(2.15)

p(C−|C) =
F (C−)
F (C)

(2.16)

p(t|C+) =
F (t, C+)
F (C+)

(2.17)

p(t|C−) =
F (t, C−)
F (C−)

(2.18)

where F (C) is the number of trigrams in the current context. F (C+) is the number of trigrams

that pass the test; F (C−) is for those that fail. F (t, C+) is the number of trigrams that pass the

test and which third tag is t; F (t, C−) is for those that fail.

The tree stops growing when the next test generates at least one subset of trigrams which size is

below some threshold. Tag probabilities p(t|C) for the third tag are estimated from all the trigrams

in the current context and stored at the current node:

p(t|C) =
F (t, C)
F (C)

(2.19)

Schmid experimented with his TreeTagger on the Penn Treebank corpus in [65]. A range from

8,000 to 2,000,000 tokens were used for training and 100,000 tokens for testing. Bigram, trigram

and quatrogram contexts were evaluated. At the minimum of 8,000 training tokens, the bigram

TreeTagger obtained around 82.5% accuracy and the trigram TreeTagger around 83.5%. At the

maximum of 2,000,000 tokens, the bigram tagger obtained 95.78%, the trigram tagger 96.34% and

the quatrogram tagger 96.36%. The accuracy increased logarithmically up to these points.

In the experiments on Afrikaans of Haselbach and Heid [39] (see Section 2.3.1 for the setup),

the TreeTagger was 96.52% precise. The precision is again very high because the tagging lexicon

was used.

2.3.4 Maximum Entropy [44, 59]

Maximum entropy (MaxEnt) modelling advocates the intuition that, if there is no evidence to

favour a particular solution to another, both alternatives should be equally likely [44]. This requires

as much information as possible about the process to be modelled, namely frequencies of events

relevant to, or properties of, the process. These properties place constraints on the model and, from

all the models that satisfy them, the one with the flattest distribution—that is with the highest

average uncertainty or entropy—is chosen.

For POS tagging, the model defines the random variable h as the history, that is the possible

word and tag contexts, of a token and t as the allowable POS tag. The joint probability of h and

t is, therefore:

p(h, t) = πµ
k∏
j=1

α
fj(h,t)
j (2.20)

where π is a normalisation constant, {µ, α1, . . . , αk} are the positive model parameters and {f1, . . . , fk}
are binary features fj(h, t) ∈ {0, 1}.
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Given the training data of n tokens {w1, . . . , wn} and their tags {t1, . . . , tn}, let hi be the

history available when predicting the tag ti for the ith token wi in the corpus. The goal of the

model learning is to maximise the entropy of a distribution, subject to certain constraints.

The entropy of p(h, t) is:

H(p) = −
∑
h,t

p(h, t) log p(h, t) (2.21)

The maximisation constraint is:

Efj = Ẽfj , 1 ≤ j ≤ k (2.22)

where Efj is the expected value of each feature and Ẽfj the observed expected value of the feature

in the training data (p̃ is an observed probability in the training data):

Efj =
∑
h,t

p(h, t)fj(h, t)

≈
n∑
i=1

p̃(hi)p(ti|hi)fj(hi, ti) (2.23)

Ẽfj =
n∑
i=1

p̃(hi, ti)fj(hi, ti) (2.24)

The model parameters {µ, α1, . . . , αk} are estimated from the above equations using generalised

iterative scaling [23].

Each parameter αj is a weight for its corresponding feature fj and only contributes to p(h, t)

in (2.20) when the feature is active, that is when fj(h, t) = 1. Given (h, t), a feature activates on

any token or tag in the history, which default context is defined by:

hi = {wi, wi−1, wi−2, wi+1, wi+2, ti−1, ti−2} (2.25)

MaxEnt tagging thus combines the flexibility of heterogenous contextual features as used by

TBL tagging with the probabilistic framework as used by HMM tagging. The features are instan-

tiations of the following default templates, where the variables X, Y and T are automatically filled

in from the training data:

〈wi = X, ti = T 〉, 〈wi−1 = X, ti = T 〉, 〈wi−2 = X, ti = T 〉, 〈wi+1 = X, ti = T 〉,

〈wi+2 = X, ti = T 〉, 〈ti−1 = X, ti = T 〉, 〈ti−2ti−1 = XY, ti = T 〉 (2.26)

Once trained, the tagger then tags a new sentence by using a beam search [59] to calculate the

N highest probability candidate tag sequences and selecting the one at the top of the list.

Ratnaparkhi applied his MaxEnt tagger on the WSJ corpus of the Penn Treebank in [59]. The

corpus had been split into a training data set of 962,687 tokens, a development set of 192,826 (for

debugging) and a test set of 133,805. The tagger achieved 96.63% accuracy on the test data.

In the NLPAI-ML 2006 contest, Karthik et al. [46] obtained 82.27% on Telugu and Agrawal

and Mani [1] 78.96% on Hindi.
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2.3.5 Memory-Based Learning [22]

Memory-Based Learning (MBL) is fundamentally a form of k -nearest neighbours modelling. In its

application to POS tagging, a set of cases or patterns is kept in memory, where each case consists

of a token, its left and right contexts and the corresponding POS tag for the token. A new sequence

of tokens is tagged by selecting for each token and its context the tags of the most similar cases,

or nearest neighbours, in memory.

More formally, MBL is a form of supervised, inductive learning from examples to build a

classifier. The examples are from an annotated training data set and each is stored incrementally

in memory as a vector of feature values with an associated class label. For the classification of a

new feature-value test pattern, its distance to all examples in memory is calculated and the class

of the nearest example is assigned to the new pattern.

The distance between two vectors X and Y with values xi and yi for feature fi, respectively, is:

∆(X,Y ) =
n∑
i=1

G(fi)δ(xi, yi) (2.27)

where δ(xi, yi) is the distance between the two values xi and yi

δ(xi, yi) =

{
0, xi = yi

1, otherwise
(2.28)

and each feature fi is weighted with its information gain G(fi), the average amount of reduction

in the training data set entropy when the value of the feature is known.

MBL is an expensive algorithm, both in space and in time. For each test pattern, all its feature

values must be compared against those of all the training patterns. Therefore, it is optimised

through the use of IGTree, a heuristic approximation to (2.27) that compresses the set of cases into

decision trees to store and retrieve the tagger information efficiently at classification time [22].

Daelemans et al. conducted experiments with their MBL tagger on the Penn Treebank WSJ

corpus in [22]. The one experiment tested the tagger on known words only and the left-context

of the token to be tagged was always correctly disambiguated. It used ten-fold cross-validation on

several sizes of datasets in increments of 100,000 memory items. Each set would be partitioned ten

times into 90% training data and 10% test data. The average accuracy of the ten runs would be

taken as the tagger accuracy on that particular set.

The learning curve over the differently sized data sets is more or less logarithmic: the tagger

achieved approximately 95.4% (with a standard deviation between 94.7% and 96.0% among the ten-

fold cross-validation runs) at the minimum of 100,000 memory items and 96.3% (with a standard

deviation between 96.2% and 96.4%) at the maximum of 2,000,000 memory items.

The tagger was also tested under practical circumstances with known and unknown words and

a left context disambiguated by the tagger at the previous time instance. Using 2,000,000 tokens

as training data, the tagger tagged 96.4% of 200,000 test tokens correctly.

In the NLPAI-ML 2006 contest, Karthik et al. [46] achieved 75.75% on Telugu and Agrawal

and Mani [1] 80.55% on Hindi.

Haselbach and Heid [39] obtained 78.94% precision with the MBL tagger in their Afrikaans

experiments. This figure is much lower than those of the other taggers they employed, because no
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lexicon was used.

2.3.6 Sparse Network of Winnows [63]

The Sparse Network of Winnows (linear separators) (SNoW) architecture is a network of threshold

gates for classification. The input nodes in the first layer correspond to the token features and the

target nodes (the correct values of the classifier) in the second layer each correspond to a distinct

POS. There are links from the first to the second layer and these have weights; therefore, each

target node is a linear function of the input nodes.

Each target node may be viewed as an autonomous classifying subnetwork, despite all feeding

from the same input nodes. A target node does not necessarily have to be connected to all the input

nodes, hence the network is sparse. An example is when the input nodes, that is features, were

never active with the target node for the same token sequence, or when the link was disconnected

during training because the input nodes were not active often enough.

Learning in SNoW is online: every example, or feature vector, is used only once by every target

node to refine its definition in terms of the others; it is then discarded. Every labelled example

is treated as positive by the target node corresponding to its label and as negative by the others.

Hence, each subnetwork is devoted to a single POS tag and learns to separate its tag from the tags

of the other subnetworks. The Winnow algorithm [51, 63] performs this learning:

• The algorithm has three parameters—a threshold θ and two update parameters, a promotion

parameter α > 1 and a demotion parameter 0 < β < 1. Let A = {i1, . . . , im} be the set

of active features that are linked to a particular target node and wi the weight of the link

between the ith feature and the target node.

• The algorithm predicts 1 if and only if
∑

i∈Awi > θ and updates its current hypothesis of

the weights only when a mistake is made.

• If the algorithm predicts 0 and the label is 1, the update is a promotion:

wi ← αwi, ∀i ∈ A (2.29)

• If the algorithm predicts 1 and the label is 0, the update is a demotion:

wi ← βwi, ∀i ∈ A (2.30)

To predict the POS tag of a token, the feature vector of the latter activates a subset of the

input nodes and the information propagates through all the subnetworks that compete for its

classification. The subnetwork that produces the highest activity is the winner and its associated

tag is assigned to the token.

Roth and Zelenko tried out their SNoW tagger on the Penn Treebank WSJ corpus in [63]. The

training corpus consists of 600,000 tokens and the test corpus of 150,000. The accuracy of the

tagger was 97.13%. No results for RSLs could be found.
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2.3.7 Conditional Random Fields [48]

Generative models such as HMMs assign a joint probability to paired observation and label se-

quences. This is done by enumerating over all possible observation sequences, a task for which it

is not practical to represent the observations with multiple interacting features and long-distance

dependencies, since they make the model inference intractable.

Conditional models, on the other hand, specify the probability of a label sequence, given an

observation sequence. This can depend on arbitrary observation features without their distribution

having to be modelled. Maximum Entropy Markov Models (MEMMs) are such conditional models

in which each state has an exponential model taking the observation features as input and outputs

a distribution over possible next states.

MEMMs suffer from the label bias problem though: the outgoing state transitions only compete

against one another (they are normalised), instead of against all other transitions in the model.

This per-state normalisation of transition scores (the probability of the next state given the current

state and observation) implies a conservation of score mass whereby all mass that enters a state

must be distributed among the possible next states [48]. An observation can influence which next

states receive the mass but not how much total mass is passed on. This causes a bias toward states

with fewer outgoing transitions.

Conditional Random Fields (CRFs) have all the advantages of MEMMs but also solve the label

bias problem. Whereas an MEMM uses local exponential models for the conditional probabilities of

the next states given the current, a CRF uses a single global exponential model for the joint prob-

ability of the entire label sequence, given the observation sequence. Specifically, chain-structured

CRFs are most suitable for sequences.

Let X be a random variable over the observation sequence and Y a random variable over the

label sequence. Given a graph G = (V,E) (V being the set of vertices and E the set of edges)

such that Y = (Yv)v∈V , (X,Y) is a CRF if Yv conditioned on X satisfies the following Markov

property with respect to the graph:

p(Yv|X,Yw, w 6= v) = p(Yv|X,Yw, w ∼ v) (2.31)

where w ∼ v means w and v are neighbours in G.

The cliques of G are the edges and vertices2, therefore the conditional distribution of Y given

X is:

pθ(y|x) ∝ exp

∑
e∈E,k

λkfk(e,y|e,x) +
∑
v∈V,k

µkgk(v,y|v,x)

 (2.32)

where fk and gk are feature functions and y|S is the set of components of y associated with the

vertices in subgraph S.

To estimate the model parameters θ = (λ1, λ2, . . . ;µ1, µ2, . . .) from the training data D =
2 A clique in an undirected graph is a subset of its vertices that are all interconnected, that is, for every two

vertices in the subset, there exists an edge connecting the two.
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{(x(i),y(i))}Ni=1 with empirical distribution p̃(x,y), the following log-likelihood must be maximised:

L(θ) =
N∑
i=1

log pθ(x(i),y(i))

∝
∑
x,y

p̃(x,y) log pθ(y|x) (2.33)

An algorithm based on the improved iterative scaling algorithm [55] is used for the maximisation

[48]. Iterative scaling algorithms update the feature weights as:

λk ← λk + δλk (2.34)

µk ← µk + δµk (2.35)

The update δλk for an edge feature fk is the solution of:

Ẽ[fk] =
∑
x,y

p̃(x,y)
n+1∑
i=1

fk(ei,y|ei ,x)

=
∑
x,y

p̃(x)p(y|x)
n+1∑
i=1

fk(ei,y|ei ,x)eδλkT (x,y) (2.36)

where T (x,y) is the total feature count:

T (x,y) =
∑
i,k

fk(ei,y|ei ,x) +
∑
i,k

gk(vi,y|vi ,x) (2.37)

ei is the edge with labels (Yi−1,Yi) and vi is the vertex with label Yi. The update δµk for a vertex

feature has a similar form.

Lafferty, McCallum and Pereira applied their CRF tagger to the Penn Treebank WSJ corpus

in [48]. The corpus was split 50-50 into training and test data sets of 550,000 tokens each. They

achieved an accuracy of 95.73%. An HMM performed at 94.31% on the same data and an MEMM

at 95.19%.

In the NLPAI-ML 2006 contest, Karthik et al. [46] obtained 75.11% on Telugu with their CRF

and Agrawal and Mani [1] 82.67% on Hindi.

Singh and Bandyopadhyay performed CRF tagging on a 63,200-token corpus of the Indian

language Manipuri in [75]. The corpus was divided into three parts: a training, development and

test set of 39,121, 15,000 and 8,672 tokens each, respectively. They were annotated with 26 different

POS tags. The accuracy on the test set was 72.04%.

2.3.8 Cyclic Dependency Networks [89]

When building probabilistic models for POS tag sequences under the graphical model framework,

the global probability of the sequence is decomposed using a directed graphical model into the

product of the local portions of the model. Most of these models, such as HMMs (Section 2.3.1) and

Conditional Markov Models (CMMs) (Figure 2.3), take a unidirectional approach to conditioning

inference along the sequence (usually left-to-right), even though the identity of a tag naturally

depends on the identities of the tags preceding and following it. For example, the joint probability
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of a tagged token sequence (T,W ) in the CMM of Figure 2.3 is, according to the chain rule of

probability:

p(T,W ) =
∏
i

p(ti|ti−1, wi) (2.38)

t1 t2 t3 tn

w1 w2 w3 wn

Figure 2.3: Left-to-right Conditional Markov Model

Hence, the unidirectional approach only considers one direction of influence explicitly: the

prediction of the current tag ti is based on the previous tag ti−1 (and the current token wi). The

interaction in the other direction between ti and ti+1 is modelled implicitly when ti+1 is predicted.

The cyclic dependency network tagger models both directions explicitly using a bidirectional

(and hence cyclic) dependency network, as in Figure 2.4. According to the graphical model frame-

work, the local model probability is:

p(ti|ti−1, ti+1, wi) (2.39)

t1 t2 t3 tn

w1 w2 w3 wn

Figure 2.4: Bidirectional dependency network

The chain rule of probability does not allow the joint probability p(T,W ) to be reconstructed

by multiplying the local conditional probabilities. Nevertheless, a score can still be calculated for

the tag sequence (which would be the joint probability if the network were acyclic, as in Figure 2.3):

score(T,W ) =
∏
i

p(ti|ti−1, ti+1, wi) (2.40)

An adaptation of the Viterbi algorithm can then be used to find the sequence that maximises

the score.

The local conditional probabilities in (2.39) can be estimated from sufficient annotated training

data with any maximum likelihood method, even relative frequency counts. However, for this tagger

local maximum entropy models with feature templates for the conditioned variables in (2.39) are

used (compare Section 2.3.4). A conjugate-gradient procedure [67] maximises the data likelihood.

As an extension, the maximum entropy models also incorporate lexical feature templates of the

current token and surrounding tokens in addition to the bidirectional tagging feature templates.
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These expressive templates lead to a large number of features that pose the danger of the models

being overfitted. This is avoided by incorporating a Gaussian prior (also known as quadratic

regularisation) into the models that penalises high feature weights unless they produce great score

gain.

The final feature set of the tagger is the following:

〈ti, ti−1〉, 〈ti, ti−1, ti−2〉, 〈ti, ti−1, ti+1〉, 〈ti, ti+1〉, 〈ti, ti+1, ti+2〉, 〈ti, wi〉,

〈ti, wi−1〉, 〈ti, wi+1〉, 〈ti, wi, ti−1〉, 〈ti, wi, ti+1〉, 〈ti, wi, wi−1〉, 〈ti, wi, wi+1〉 (2.41)

The cyclic dependency network tagger was implemented by Toutanova et al. and tested on the

Penn Treebank WSJ corpus in [89]. The training set comprises sections 0 to 18 of the corpus at

912,344 tokens. The test set comprises sections 22 to 24 at 129,654 tokens. The tagger obtained

an accuracy of 97.24%. No results could be found for an RSL.

2.3.9 Support Vector Machines [6, 32]

Let {x1, . . . ,xn} be a training set of n D-dimensional example vectors with class labels {t1, . . . , tn},
where ti ∈ {−1,+1}. A Support Vector Machine (SVM) is a binary classifier that learns a linear

hyperplane separating the positive training examples from the negative examples with maximal

margin. The margin is the distance between the hyperplane and the nearest positive and negative

examples.

The separating hyperplane is characterised by a weight vector w, with one component for each

feature, and a bias b, which represents the distance of the hyperplane from the origin. The SVM

classifies a new example with sgn [y(x)], that is according to the sign of y(x):

y(x) = wTφ(x) + b (2.42)

where φ(x) is a mapping of x into a high dimensional feature space. This allows the hyperplane to

be linear in the feature space, yet nonlinear in the original input space.

When the training examples are linearly separable in the feature space, the learning of the

maximal margin hyperplane is a quadratic programming problem:

arg min
w,b

1
2
‖w‖2 (2.43)

subject to

tiy(xi) ≥ 1, i = 1..n (2.44)

However, when the training examples are not linearly separable, an exact separation will cause

overfitting and not generalise well. Hence, some examples must be allowed to be misclassified, that

is lie on the wrong side of the hyperplane. This is done with slack variables ξi ≥ 0, i = 1..n,

one for each example in the training set. Examples for which ξi = 0 are correctly classified and lie

either on the margin or on the correct side of the margin. Examples for which 0 < ξi ≤ 1 lie inside

the margin but on the correct side of the hyperplane. Examples for which ξi > 1 lie on the wrong

side of the hyperplane and are misclassified.
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The quadratic optimisation now becomes:

arg min
w,b,ξ,C

[
C

n∑
i=1

ξi +
1
2
‖w‖2

]
(2.45)

subject to

tiy(xi) ≥ 1− ξi, i = 1..n (2.46)

C > 0 (2.47)

ξi ≥ 0, i = 1..n (2.48)

where C controls the trade-off between the slack variable penalty and the margin [6].

POS tagging is a multiclass classification problem that needs to be binarised for an SVM. A

“one-versus-rest” scheme may be employed: an SVM is trained for every POS class in order to

distinguish between its examples and those of all the rest. At classification time, the most confident

tag according to the predictions of all the individual SVMs is selected.

In order to avoid the generation of excessive and irrelevant negative examples, not all training

examples are considered for all the classes. A dictionary is compiled from the training corpus with

the ambiguity classes (possible valid POS categories) for each token. When processing a particular

token wi and its corresponding tag ti, that example is allocated as a positive example for class ti
and as a negative example only for the rest of the ambiguity classes of the token.

Finally, the feature set for the SVM approach is:

• Lexical values of the surrounding tokens

• Contextual values of the surrounding tags

• Token bigrams and trigrams

• Tag bigrams and trigrams

Giménez and Màrquez ran experiments on the Penn Treebank WSJ corpus in [32]. The one

experiment used a closed vocabulary (all tokens were known words) and differently sized training

sets. The test set consisted of 266,695 tokens. The accuracy of the SVM tagger ranged from

96.27% at the minimum of 50,000 training tokens to 97.56% at the maximum of 635,000 tokens.

The learning curve is logarithmic.

In the experiment that used an open vocabulary (known and unknown words) and a training

set of 635,138 and the same test set of 266,695 tokens, the accuracy was 96.9%.

Singh and Bandyopadhyay also ran an SVM tagger on the Manipuri corpus in [75] (see Sec-

tion 2.3.7 for the experimental setup). The tagger was 74.38% accurate.

2.4 Conclusion

Table 2.1 summarises the results obtained by the various supervised taggers on large training

corpora of English. From these figures it is evident that the selection of taggers performs well on

large amounts of data. All obtain accuracies in the 96–97% range with the exception of the TBL
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and CRF taggers. The slightly lower scores may be attributed to a much larger tagset (an increase

in ambiguity) in the case of the TBL tagger and a smaller training data set (less examples) in the

case of the CRF tagger. The top scorer is the cyclic dependency network of Toutanova et al. [89]

Table 2.1: Best scores for supervised POS tagging on large English training corpora
Algorithm Literature Corpus #Tags #Tokens Acc (%)

HMM Brants [11] WSJ 48 1,200,000 96.70

TBL Brill [12] Brown 192 900,000 94.90

TreeTagger Schmid [65] WSJ 48 2,000,000 96.34

MaxEnt Ratnaparkhi [59] WSJ 48 962,687 96.63

MBL Daelemans et al. [22] WSJ 48 2,000,000 96.40

SNoW Roth & Zelenko [63] WSJ 48 600,000 97.13

CRF Lafferty et al. [48] WSJ 48 550,000 95.73

Cyclic depnet Toutanova et al. [89] WSJ 48 912,344 97.24

SVM Giménez & Màrquez [32] WSJ 48 635,138 96.90

An important observation about these data-driven taggers is their logarithmic behaviour on the

amount of training data. Their accuracies increase proportionally much more significantly at the

lower end of the data scale than at the higher end. In other words, as the training data grows,

more and more additional data are required to improve the accuracies by the same percentage

point (see, for example, the sections on the HMM, tree tagging and MBL algorithms). The reason

is that the implicit lexicon of the training data becomes “saturated”: the closed classes of words3,

which contribute greatly to accuracy, are soon sufficiently represented and modelled. What remains

to improve accuracy, are the open classes of words4, but, because of their vast membership, they

require much more examples to become sufficiently represented.

Some of the taggers do climb the logarithmic curve more steeply (quickly) than others when

noting what the amount of training data is for similar accuracies. The Tree and MBL taggers

require 2,000,000 tokens to achieve their 96–97% accuracies, while the HMM, MaxEnt and cyclic

dependency network taggers require only around 1,000,000 tokens. The SNoW and SVM taggers are

the most efficient in obtaining 96–97% by only using around 600,000 tokens. It would be interesting

to see what percentage gain might be achieved from using extra data up to the 2,000,000 mark.

Nevertheless, such small increases in accuracy do not justify the extra data in a resource-scarce

context. Towards the tagging of RSL text, it is, therefore, not only prudent to find the most

accurate tagger, but also the point on the data-accuracy graph where the data are being used

optimally by the tagger. The literature study at this point can give at best an indication of what

the best tagger may be. Table 2.2 summarises the accuracies of the tagging algorithms on the

small training corpora of selected RSLs. The Afrikaans results of Haselbach and Heid [39] are not

listed since they are precision figures, not accuracy ones. Furthermore, their use of a lexicon as an

additional resource is not duplicated by and thus comparable to the other taggers.

The performance of the taggers is notably worse on the smaller data sets. The top scorer across
3 Certain POS categories, such as prepositions and conjunctions, have a finite number of members over time.
4 Other POS categories, such as nouns and verbs, have an infinite number of members over time.
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Table 2.2: Best scores for supervised POS tagging on small training corpora
Algorithm Literature Corpus #Tags #Tokens Acc (%)

Afrikaans

HMM Pilon [56] NWU 139 20,000 85.87

Hindi

HMM Agrawal & Mani [1] NLPAI-ML 2006 29 21,000 79.64

TBL Hasan et al. [38] SPSAL 2007 26 26,148 71.50

MaxEnt Agrawal & Mani [1] NLPAI-ML 2006 29 21,000 78.96

MBL Agrawal & Mani [1] NLPAI-ML 2006 29 21,000 80.55

CRF Agrawal & Mani [1] NLPAI-ML 2006 29 21,000 82.67

Telugu

HMM Karthik et al. [46] NLPAI-ML 2006 29 27,000 82.47

MaxEnt Karthik et al. [46] NLPAI-ML 2006 29 27,000 82.27

MBL Karthik et al. [46] NLPAI-ML 2006 29 27,000 75.75

CRF Karthik et al. [46] NLPAI-ML 2006 29 27,000 75.11

Manipuri

CRF Singh & Band. [75] Custom 26 39,121 72.04

SVM Singh & Band. [75] Custom 26 39,121 74.38

the languages is the HMM-based TnT tagger used by Pilon [56] on Afrikaans. The accuracy of HMM

taggers on the Indian languages is significantly lower, probably because the custom implementations

do not have as good unknown word handling as that for which TnT is renowned. The HMM and

MaxEnt taggers are less accurate than the MBL and CRF taggers on Hindi but more accurate on

Telugu. The inconsistency is difficult to explain without investigating the relation between these

two Indian languages. What is known though, is that their grammar and morphology are derived

from a common ancestor, Sanskrit [2]. If they are then similar, perhaps the discrepencies lie in the

corpus content. Manipuri appears to be a difficult language to model, since the taggers perform

worse even though the corpus size is larger.

The research hypothesis in Section 1.6 states that the POS tagging algorithm that performs the

best on much data will do likewise on little data. However, no literature has been found wherein the

large corpora winner, the cyclic dependency network algorithm, has been applied to small corpora.

The best algorithm among those that are present, is the HMM.

The inconclusive results of the literature study necessitate actual experimentation with the

different supervised POS tagging algorithms to note their performance on little data. The fact

that a controlled environment can then be used for the experiments—the same language, amount

of training data and tagset size—will give a clearer representation of the taggers than what the

literature study could provide in Tables 2.1 and 2.2. It will also be possible to note the points

of optimality in data use, since the accuracies on different subsets of the training data will be

trackable. Chapter 3 relates this experimental investigation.
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Chapter 3

Part-of-Speech Tagging in a

Resource-Scarce Environment

3.1 Introduction

In the literature review of the previous chapter it was seen that the popular supervised POS tagging

algorithms are all competitive on large English corpora, with many achieving accuracies in the 96–

97% range. The performance on small corpora is much lower and less consistent at a range of

72–85%, but this picture is not an accurate representation of the algorithms. The figures of some

algorithms are missing, particularly those of the cyclic dependency network tagger, which performs

best on the large corpora. Furthermore, different RSLs are used for different taggers.

The first experimental investigation, therefore, revisits the research question of which available

POS tagging algorithm will be the most accurate given little training data. Those algorithm

implementations on the internet that are the most popular and freely available are tested. To

obtain conclusive results, the experimental environment is controlled. The language, amount of

data and tagset remain constant across the different taggers. English features again as a reference

language, even though it is strictly not an RSL; its resources are simply restricted to emulate

scarceness. In addition, another Germanic language, Afrikaans, is used as a true RSL. The taggers

are tested on incremental subsets of the training data so that the optimal points of data use may be

identified. The experiments employ comprehensive and reduced POS tagsets for both languages;

the reduced tagsets are used to note the effect on the tagger accuracies.

Section 3.2 thus relates the experiments using the comprehensive POS tagsets and Section 3.3

the experiments using the reduced tagsets. Each section elaborates on the details of the taggers,

data and tagsets in the setup and lists and discusses the results. Section 3.4 concludes the chapter

by evaluating the results against the research hypothesis made on POS tagging.

3.2 Experiment 1: Comparing Supervised Taggers

The purpose of the first experiment is to find the best supervised POS algorithm among those

studied in Section 2.3 by comparing implementations obtained from the internet on English and

Afrikaans.
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3.2.1 Setup

3.2.1.1 Data and Tagsets

The English POS tagset is the Penn Treebank set of 48 tags (46 effectively occur in the data) [54].

The Afrikaans tagset is larger at 139 effective tags, as described in [56]. These tagsets will be

dubbed eng.wsj1 and afr.nwu1, respectively, and may be viewed in Appendix A.

For both languages 49,900-token annotated data sets are available. The English set is the first

portion of the WSJ corpus and the Afrikaans set is the balanced corpus developed in [56]. The

upper 9,900 are used as a completely separate test data set. The lower 40,000 are divided into

5,000-token incremental training data subsets. The upper 5,000 of the 40,000-token training subset

double as a development set for algorithm parameter optimisation.

Table 3.1 lists the number of known, ambiguous and unknown words in the 9,900-token test

set, for each training subset. Known words are words in the test set that also occur in the training

set. The ambiguous words are those known words that have two or more possible POS tags. The

unknown words are words in the test set that do not occur in the training set; they are naturally

all ambiguous.

Table 3.1: Statistics of the test data using the full tagsets
Training data Test data

Known Ambiguous Unknown

eng.wsj1

5,000 6,531 544 3,369

10,000 7,210 1,302 2,690

15,000 7,520 2,061 2,380

20,000 7,741 2,189 2,159

25,000 7,875 2,325 2,025

30,000 7,998 2,451 1,902

35,000 8,072 2,563 1,828

40,000 8,264 2,616 1,636

afr.nwu1

5,000 6,798 2,679 3,102

10,000 7,361 3,127 2,539

15,000 7,664 3,294 2,236

20,000 7,849 3,462 2,051

25,000 8,495 3,981 1,405

30,000 8,611 4,441 1,289

35,000 8,686 4,525 1,214

40,000 8,829 4,562 1,071
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3.2.1.2 Taggers

The POS taggers used in this experiment are listed below. They are linked to the case studies

presented in Section 2.3 by noting the publications in which they were used. In this way their

performance can also be looked up in Tables 2.1 and 2.2.

The configurations are chosen such that tagging accuracy is the primary objective and speed

a secondary objective. The reason for the inclusion of the latter is that fast tagging speed is an

important requirement in the TTS system pipeline. Nevertheless, not all of the parameters are

stringently optimised; only the most important ones are with crude grid searches. The goal is not

to obtain perfect accuracy figures on the two languages alone, but ball-park ones to be able to

choose a sufficiently accurate tagger suitable for the general TTS case. The reader is referred to

the documentation that comes with the software packages for explanations of the syntax of the

parameters and feature sets.

Hidden Markov Model tagger (HMM) Hunpos is an open source reimplementation of Brants’

TnT tagger [11], available at http://code.google.com/p/hunpos/. It may be used com-

mercially. The accuracy of Hunpos on English is on par with TnT as noted in [37]. Therefore,

the work of Pilon [56], Karthik et al. [46] and Agrawal and Mani [1]—all using TnT—can

also serve as an indication of the performance of Hunpos on RSLs.

The parameter configuration is:

-t 2 -e 1 -f 3 -s 6

Optimisation runs shows that deviation from these produces negligible differences in accuracy.

Transformation-based tagger (TBL) The implementation of Brill’s tagger used in [12] is avail-

able at http://www.tech.plym.ac.uk/soc/staff/guidbugm/software/RULE_BASED_TAGGER_

V.1.14.tar.Z. It is open source, but the licence does not allow redistribution for profit.

Hasan et al. [38] used the NLTK [5] implementation of the TBL tagger; it is unclear whether

this version is exactly based on the original tagger.

The tagger has no significant parameters to tune, except that the source code has to be

modified at some places to accommodate different tagsets.

Tree tagger (Tree) Schmid’s decision tree-based HMM tagger [65] can be downloaded at http:

//www.ims.uni-stuttgart.de/projekte/corplex/TreeTagger/. It is closed source (only

the binaries are available) and may only be used for research and educational purposes.

The default parameters are found to be optimal.

Maximum entropy tagger (MaxEnt) Ratnaparkhi makes a closed source, non-commercial ver-

sion of the tagger he used in [59] available at ftp://ftp.cis.upenn.edu/pub/adwait/jmx/.

The MaxEnt taggers that Karthik et al. [46] and Agrawal and Mani [1] used are not this

original version.

The tagger has no documented significant parameters to optimise.

Memory-based tagger (MBL) Tilburg University distributes a tagger, MBT, based upon their

TiMBL software, under the GNU General Public Licence. MBT and TiMBL may be down-
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loaded at http://ilk.uvt.nl/mbt and http://ilk.uvt.nl/timbl, respectively. MBT is

the tagger used by Daelemans et al. in [22], as well as by Karthik et al. in [46] and Agrawal

and Mani in [1].

The optimal configuration of the significant parameters is:

-p dwdwfWaw -P dwdwFawpssschn -O"-a IGTREE -m O -w 1"

that includes larger, more expressive feature template sets (-p and -P). The fast IGTREE

classification algorithm is used to optimise speed.

SNoW tagger (SNoW) The University of Illinois maintains a tagger based on the SNoW archi-

tecture at http://l2r.cs.uiuc.edu/~cogcomp/download.php?key=FLBJPOS. It uses their

Learning Based Java framework that can be downloaded at http://l2r.cs.uiuc.edu/~cogcomp/

download.php?key=LBJ. It is open source and may be used commercially. No publications

have used this tagger implementation, yet it appears to be the only one available.

The only adjustable parameter is the separator thickness and this has a negligible effect.

However, the source code has to be modified to work effectively with different tagsets.

Conditional random fields tagger (CRF) CRF++ is an open source implementation (GNU

Lesser General Public Licence and Berkeley Software Distribution Licence) of CRFs that can

perform POS tagging. It is available at http://crfpp.sourceforge.net/. CRF++ is not

the implementation used by Lafferty et al. in [48], but is the one used by Agrawal and Mani

in [1] and Singh and Bandyopadhyay in [75].

The default parameters suffice, except that the data-fitting hyperparameter is optimised to

-c 3 and a less expressive feature set needs to be used:

# Unigram
U00:%x[-2,0]
U01:%x[-1,0]
U02:%x[0,0]
U03:%x[1,0]
U04:%x[2,0]

# Bigram
B

Cyclic dependency network tagger (Depnet) Toutanova et al.’s bidirectional tagger [89] can

be downloaded at http://nlp.stanford.edu/software/tagger.shtml. It uses the GNU

General Public Licence.

The model architecture is:

arch = bidirectional,naacl2003unknowns,wordshapes(-1,1)

that is based upon the one used in the original paper and includes the rich feature set as

described in Section 2.3.8. Deviation from the default value of the conjugate gradient learning

parameter has negligible influence.

Support vector machine tagger (SVM) SVMTool is an open source SVM tagger available at

http://www.lsi.upc.edu/~nlp/SVMTool/ under the GNU Lesser General Public Licence.
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It uses the SVMlight software package at http://svmlight.joachims.org/, but this requires

permission from its author to use commercially. Giménez and Màrquez used SVMTool in [32],

but Singh and Bandyopadhyay used another tagger in [75].

The basic left-to-right model do M0 LR is used so as not to incur speed costs. The C pa-

rameters for the known and unknown word SVM classifiers are optimised to CK = 0.11 and

CU = 0.09, although their effects do not differ significantly from those of the defaults. The

known word feature set is:

A0k = C(0;-2) C(0;-1) C(0;0) C(0;1) C(0;2) C(0;-2,-1) C(0;-1,0)
C(0;0,1) C(0;-1,1) C(0;1,2) C(0;-2,-1,0) C(0;-2,-1,1)
C(0;-1,0,1) C(0;-1,1,2) C(0;0,1,2) C(1;-2) C(1;-1) C(1;-2,-1)
C(1;-1,1) C(1;1,2) C(1;-2,-1,1) C(1;-1,1,2) k(0) k(1) k(2)
m(0) m(1) m(2)

and the unknown word feature set:

A0u = C(0;-2) C(0;-1) C(0;0) C(0;1) C(0;2) C(0;-2,-1) C(0;-1,0)
C(0;0,1) C(0;-1,1) C(0;1,2) C(0;-2,-1,0) C(0;-2,-1,1)
C(0;-1,0,1) C(0;-1,1,2) C(0;0,1,2) C(1;-2) C(1;-1) C(1;-2,-1)
C(1;-1,1) C(1;1,2) C(1;-2,-1,1) C(1;-1,1,2) k(0) k(1) k(2)
m(0) m(1) m(2) a(2) a(3) a(4) z(2) z(3) z(4) ca(1) cz(1)
L SA AA SN CA CAA CP CC CN MW

3.2.1.3 Statistical Significance

The task of determining the accuracy of a tagger on a test data set may be viewed as a sequence

of N independent Bernoulli trials, where N is the number of tokens in the test set. A Bernoulli

trial is an experiment with two possible outcomes: success and failure, or in the POS tagging

case correctly tagged and incorrectly tagged [10]. Let p be the probability of a success in a single

Bernoulli trial; 1−p is then the probability of failure. The probability of k successes in N Bernoulli

trials is described by the binomial distribution B(N, p):

P (k) =
(
N

k

)
pk(1− p)N−k (3.1)

The observed accuracy of the tagger is an estimation of p (converted to the range [0, 1]), such

that the estimated mean and variance of B(N, p) may be calculated as:

µN = Np (3.2)

σ2
N = Np(1− p) (3.3)

An unpaired two-sample t-test can then be used to determine the statistical significance between

the accuracies of two taggers or, more technically, between the means of their distributions [10, 60].

The null hypothesis states that the means are equal. To disprove the null hypothesis, the first step

is to calculate the t-value from the means and variances of the two distributions:

t =
µ1 − µ2√
σ2

1 + σ2
2

(3.4)
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t has a distribution with N1 +N2 − 2 degrees of freedom that approaches the normal distribution,

especially if N > 30.

The second step is to set the significance level α. A probability greater or equal to α = 0.05

is generally considered to be significant. The t-test can be one- or two-tailed: if the alternative

hypothesis states the expected direction of the results—that tagger 1 will be more accurate than

tagger 2 (or vice-versa)—then t will fall into one tail of the normal distribution and α is used as

is. If the alternative hypothesis does not assume any direction—it only states that there is some

difference between the taggers—then t can fall into either tail of the distribution and α
2 must be

used. Since no assumption can be made about the tagger accuracies beforehand, α
2 is used.

The final step compares t to the appropriate value in a t-test table (Table B.1 in Appendix B)

by lining up α
2 = 0.025 with N1 + N2 − 2 = 9, 900 + 9, 900 − 2 = 19, 798 ≈ ∞ degrees of freedom

(the number 9,900 is the test set size). This gives a value of 1.960. If t ≥ 1.960 the null hypothesis

is disproved, meaning that the accuracies of the two taggers are significantly different. If t < 1.960

the null hypothesis is proved and the two taggers do not differ significantly.

3.2.2 Results

Table 3.2 lists the accuracies obtained by the taggers. Not surprisingly, for both eng.wsj1 and

afr.nwu1 the accuracies increase consistently as the training data increase. The taggers fare better

on the eng.wsj1 data mainly because the afr.nwu1 tagset is much larger than the one of eng.wsj1,

and hence there is more ambiguity to resolve (compare the ambiguous word counts in Table 3.1).

Figure 3.1 presents a graphic illustration of the results. From this it is evident that the accuracies

are starting to converge (the rate of change is flattening out) from 20,000 training tokens for

eng.wsj1, indicating that the data window with which was experimented, is near optimal for the

practical trade-off between accuracy and data requirements. In other words, additional data will

have a much less significant effect on the accuracy than the data used in the window. Therefore,

the expense is not justified in a resource-scarce environment. However, the window is not yet

optimal for afr.nwu1: more data should counter the effect of the ambiguity caused by the large

tagset. It is also noted that the Afrikaans data increment of 20,000–25,000 tokens is particularly

rich in contributing to the accuracies and, should it have been used elsewhere, the curve would look

slightly different. Nevertheless, this apparent non-trivial effect of the choice of increments does

become smaller at the end of the data size spectrum.

The two top-scoring taggers according to Table 3.2 for each tagset are the HMM and SVM

taggers, with little differences between them (the two highest accuracies are highlighted in bold).

They consistently perform the best across the training data ranges, with the exception of one

data set in each of the tagset experiments for the SVM tagger. The HMM tagger is the preferred

candidate, however, since its tagging speed is orders of magnitude faster. It tagged the 9,900-token

eng.wsj1 test set in 0.187s and the afr.nwu1 test set in 0.210s, whereas the SVM tagger took 8.838s

and 12.600s, respectively (the difference in speed has also been noted in [32]).

The statistical significance of the results is given in Table 3.3. The left column compares

the difference in accuracies between the HMM and SVM taggers, using (3.2), (3.3) and (3.4) for

N = 9, 900. All differences but the one at 5,000 tokens for eng.wsj1 are insignificant, confirming that
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Table 3.2: Supervised tagging: overall accuracies using the full tagsets
Tokens Tagger Accuracy (%)

HMM TBL Tree MaxEnt MBL SNoW CRF Depnet SVM

eng.wsj1

5,000 88.97 85.81 84.64 85.07 84.91 81.99 71.00 86.31 86.15

10,000 91.62 90.07 87.72 89.03 89.57 86.50 77.70 89.24 91.60

15,000 92.76 91.67 89.26 91.44 90.81 88.09 81.29 90.73 92.85

20,000 93.25 92.11 90.06 92.26 91.71 89.84 83.32 91.39 93.56

25,000 93.39 91.71 90.66 92.73 92.25 90.23 84.27 91.66 93.79

30,000 93.55 92.90 91.05 92.94 92.28 90.79 85.20 91.80 94.10

35,000 93.83 93.53 91.23 93.21 92.43 91.08 86.18 92.05 94.35

40,000 94.24 93.55 91.49 93.65 92.90 91.63 87.16 92.48 94.61

afr.nwu1

5,000 79.32 74.94 76.57 72.61 73.42 60.69 65.45 78.00 78.82

10,000 82.70 79.82 79.27 77.54 79.01 65.82 70.71 81.74 82.52

15,000 83.85 81.07 81.10 79.62 80.85 68.54 73.02 83.61 84.00

20,000 84.79 81.95 82.65 81.11 81.57 70.08 75.01 84.77 84.70

25,000 87.75 84.13 85.54 83.63 85.16 76.76 80.72 86.36 87.20

30,000 88.67 85.63 86.32 84.39 85.97 78.15 82.07 87.32 88.14

35,000 89.42 86.19 86.58 85.30 86.42 75.93 82.80 88.13 88.68

40,000 90.26 86.91 87.49 86.21 87.40 77.25 84.02 89.09 89.54

these two taggers are equally accurate. The right column compares the preferred HMM tagger to

the next-best one (excluding the SVM tagger). Here it is seen that the HMM tagger is significantly

more accurate roughly half of the time.

Table 3.4 lists the accuracies for known, ambiguous and unknown words on eng.wsj1. Per-

formance is relatively consistent on known and ambiguous words across all taggers and all data

subsets (with the exception of the MaxEnt tagger on the smaller data sets and the CRF tagger

throughout). On unknown words the behaviour varies considerably, with the HMM, MaxEnt and

SVM taggers outperforming the rest by a large margin. Regarding the low-performing CRF tagger,

aside from the low accuracy on unknown words (which indicates no special unknown word handling

such as affix analysis), is the low accuracy on known words relative to the accuracy on the subset

of ambiguous known words. Consider the scores at 20,000 training tokens. All of the taggers are

91–92% accurate on ambiguous known words, but the CRF tagger is at 89% for the total amount

of known words, whereas the others are around 95%. This means that the CRF tagger tags more

unambiguous known words incorrectly than the other taggers. This trend is seen throughout the

rest of the data sets of eng.wsj1.

Table 3.5 lists the word category scores for afr.nwu1. The same observations as on eng.wsj1

apply here; the absolute accuracies are just lower because of the larger tagset. The unknown word

accuracies are proportionally much lower though. This is probably indicative of the unknown word

handling procedures being optimised for English. The unknown word scores of 0.00% for the SNoW
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Table 3.3: Supervised tagging: statistical significance using the full tagsets
Tokens Statistical Significance

HMM SVM t HMM Next t

eng.wsj1

5,000 88.97 86.15 6.017 88.97 86.31 5.691

10,000 91.62 91.60 0.051 91.62 90.07 3.783

15,000 92.76 92.85 0.245 92.76 91.67 2.863

20,000 93.25 93.56 0.879 93.25 92.26 2.687

25,000 93.39 93.79 1.149 93.39 92.73 1.827

30,000 93.55 94.10 1.608 93.55 92.94 1.710

35,000 93.83 94.35 1.552 93.83 93.53 0.867

40,000 94.24 94.61 1.135 94.24 93.65 1.741

afr.nwu1

5,000 79.32 78.82 0.865 79.32 78.00 2.267

10,000 82.70 82.52 0.334 82.70 81.74 1.767

15,000 83.85 84.00 0.287 83.85 83.61 0.457

20,000 84.79 84.70 0.176 84.79 84.77 0.039

25,000 87.75 87.20 1.169 87.75 86.36 2.914

30,000 88.67 88.14 1.165 88.67 87.32 2.923

35,000 89.42 88.68 1.667 89.42 88.13 2.876

40,000 90.26 89.54 1.681 90.26 89.09 2.706

tagger on afr.nwu1 explain the unusually big dip in performance compared to the other taggers

when going from eng.wsj1 to afr.nwu1. The unknown word classifier component had somehow

broken during training for Afrikaans, even though care had been taken to modify the source code

to accommodate the different tagsets (Section 3.2.1.2). Since the SNoW tagger is in any case not

among the best taggers for English, trying to solve the problem for Afrikaans is not justified.

The POS tagging algorithms obtain much better results on English (Table 3.2) than on the

Indian languages in literature (Table 2.2) for comparable training data amounts (20,000 versus 21–

39,000 tokens) and tagset sizes (46 versus 26–29 tags). These differences can probably be ascribed

to the Indian languages being more (morphologically) complex than English [45]. The HMM score

for Afrikaans at 20,000 tokens is slightly lower than the score obtained by Pilon in [56] for the same

corpus and tagset (refer to Section 2.3.1). The reason is that her setup deviates slightly: she uses

the closed source TnT tagger and a much smaller test set.

In summary, this experiment has delivered more concrete comparative results for all the tagging

algorithms because of the controlled environment. The HMM tagger proves to be the most effective

and efficient tagger on little data for both English and Afrikaans. The optimal point of data use has

been found to be around 20,000 tokens for English using the eng.wsj1 tagset. The point is beyond

the tested 40,000-token mark for Afrikaans because of the detrimental effect of the ambiguity in

the large afr.nwu1 tagset size. The question may thus be asked what the performance figures will

be if smaller tagsets are used. The next section explores this idea.
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(a)

(b)

Figure 3.1: Supervised tagging: overall accuracies using the full tagsets
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Table 3.4: Supervised tagging: accuracies for known (K), ambiguous (A) and unknown (U) words

on eng.wsj1 (using the full tagset)
Tokens Tagger Accuracy (%)

HMM TBL Tree MaxEnt MBL SNoW CRF Depnet SVM

5,000

K 95.41 95.31 95.31 89.42 95.27 95.15 82.85 95.13 95.22

A 84.38 83.27 83.27 77.94 82.72 81.25 73.16 81.07 84.01

U 76.49 67.38 63.94 76.64 64.83 56.49 48.03 69.22 68.57

10,000

K 95.88 95.59 95.52 92.48 95.40 95.38 86.53 95.56 95.53

A 90.94 89.32 89.02 87.10 88.25 88.17 85.25 89.17 89.17

U 80.19 75.28 66.80 79.78 73.94 62.68 54.01 72.30 81.04

15,000

K 95.89 95.40 95.56 94.02 95.36 95.07 88.66 95.70 95.55

A 93.74 91.95 92.29 91.85 91.80 90.73 90.88 93.06 92.77

U 82.86 79.87 69.37 83.28 76.43 66.05 58.03 75.00 84.33

20,000

K 95.71 95.41 95.56 94.37 95.30 95.27 89.59 95.56 95.54

A 92.78 91.73 92.10 91.91 91.32 91.23 91.00 92.23 92.37

U 84.44 80.27 70.36 84.72 78.83 70.36 60.86 76.47 86.43

25,000

K 95.82 94.82 95.56 94.81 95.39 95.40 90.04 95.53 95.71

A 92.73 89.33 91.70 91.78 91.27 91.31 90.54 91.74 92.39

U 83.95 79.60 71.60 84.64 80.05 70.12 61.83 76.59 86.32

30,000

K 95.75 95.46 95.44 94.90 95.35 95.37 90.61 95.47 95.76

A 93.06 92.13 91.88 92.57 91.76 91.84 91.43 92.17 93.31

U 84.28 82.12 72.61 84.70 79.39 71.50 62.46 76.34 87.12

35,000

K 95.84 95.83 95.55 95.01 95.29 95.58 91.44 95.49 95.94

A 93.17 93.13 92.12 92.31 91.53 92.35 91.88 92.08 93.48

U 84.96 83.37 72.16 85.28 79.76 71.23 62.96 76.86 87.36

40,000

K 96.03 95.91 95.63 95.26 95.28 95.58 91.72 95.61 95.93

A 93.73 93.35 92.24 93.16 91.40 92.32 92.13 92.39 93.46

U 85.21 81.60 70.54 85.51 80.87 71.64 64.12 76.65 87.90
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Table 3.5: Supervised tagging: accuracies for known (K), ambiguous (A) and unknown (U) words

on afr.nwu1 (using the full tagset)
Tokens Tagger Accuracy (%)

HMM TBL Tree MaxEnt MBL SNoW CRF Depnet SVM

5,000

K 90.38 89.75 89.56 82.79 89.64 88.38 80.51 91.90 90.11

A 85.33 83.73 83.31 81.75 83.46 83.69 80.07 87.46 84.66

U 55.06 42.49 48.10 50.29 37.85 0.00 32.43 50.40 54.06

10,000

K 90.29 89.97 88.83 84.51 89.28 88.52 82.42 91.00 89.65

A 84.75 84.01 81.45 82.09 82.38 83.53 81.20 85.67 83.27

U 60.69 50.37 51.56 57.31 49.23 0.00 36.75 57.05 61.84

15,000

K 90.16 89.39 89.33 85.59 89.37 88.53 83.32 91.30 90.06

A 84.34 82.54 82.67 83.94 82.48 83.33 81.97 86.43 84.09

U 62.21 52.55 52.91 59.12 51.65 0.00 37.70 59.02 63.24

20,000

K 90.32 89.13 89.74 86.33 89.02 88.39 84.09 91.02 89.91

A 84.66 81.98 83.74 83.68 81.72 82.96 82.93 86.06 83.74

U 63.63 54.46 55.49 61.14 53.05 0.00 40.27 61.52 64.75

25,000

K 91.68 89.49 90.48 87.38 90.57 89.45 86.82 90.79 90.99

A 86.81 82.14 84.40 84.28 84.45 84.38 85.10 84.58 85.38

U 63.99 51.74 55.66 60.93 52.46 0.00 43.84 58.76 64.27

30,000

K 92.24 90.19 90.95 87.77 91.02 89.85 87.68 91.50 91.51

A 88.99 85.00 86.53 85.70 86.62 86.42 86.94 87.16 87.59

U 64.78 55.16 55.39 61.75 52.21 0.00 44.61 57.28 65.63

35,000

K 92.64 90.05 90.86 88.38 91.05 86.54 88.12 91.72 91.72

A 89.41 84.44 86.01 86.10 86.36 79.73 86.87 87.01 87.67

U 66.31 58.57 55.93 63.26 53.21 0.00 44.73 59.83 66.89

40,000

K 93.12 90.51 91.20 89.04 91.56 86.62 88.84 92.37 92.21

A 90.03 84.96 86.32 86.65 87.00 79.46 87.44 87.93 88.25

U 66.67 57.24 56.86 62.93 53.03 0.00 44.26 60.38 67.51
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3.3 Experiment 2: Reducing the Tagsets

In this experiment the tagsets of the two languages are reduced to note the effect on the tagger

accuracies. A reduction may be justified by the fact that, for TTS purposes, fine-grained POS

factors such as subcategorisation (number, gender) often become redundant. For example, English

word-level stress depend only on the distinction among the broad POS categories such as noun,

verb, adjective, adverb and preposition [61]. Sentence-level stress from a content-function word

perspective and phrasing based on chunking require very few categories as well. It has also been

shown that phrasing based directly on POS sequences benefits from reduced tagsets [84]. Finally,

“WH” words for intonation can have a single category and the tags of punctuation and other

non-alphabetic symbols can typically be collapsed without detrimental effects.

3.3.1 Setup

3.3.1.1 Data and Tagsets

The reduced English POS tagset eng.wsj2 consists of 18 tags and the reduced Afrikaans tagset

afr.nwu2 consists of 17 tags (see Appendix A). It is noted that Afrikaans has another reduced

set of 39 tags developed by Haselbach and Heid [39], but it is probably still unnecessarily verbose

for TTS. The training and test data are relabelled and the new word distributions are listed in

Table 3.6. The ambiguous word counts are now less because the tagsets are smaller.

Table 3.6: Statistics of the test data using the reduced tagsets
Training data Test data

Known Ambiguous Unknown

eng.wsj2

5,000 6,531 467 3,369

10,000 7,210 1,179 2,690

15,000 7,520 1,899 2,380

20,000 7,741 2,000 2,159

25,000 7,875 2,114 2,025

30,000 7,998 2,227 1,902

35,000 8,072 2,271 1,828

40,000 8,264 2,308 1,636

afr.nwu2

5,000 6,798 2,277 3,102

10,000 7,361 2,536 2,539

15,000 7,664 2,659 2,236

20,000 7,849 2,754 2,051

25,000 8,495 3,038 1,405

30,000 8,611 3,517 1,289

35,000 8,686 3,596 1,214

40,000 8,829 3,616 1,071
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3.3.1.2 Taggers

The same taggers as in Section 3.2 are used. Optimisation results did not necessitate parameter

configurations different from the full tagset counterparts.

3.3.1.3 Statistical Significance

The same criteria as in Section 3.2 are used to test for statistical significance.

3.3.2 Results

Table 3.7 lists the overall results for the reduced tagsets eng.wsj2 and afr.nwu2. The absolute

accuracies of all of the taggers are higher than those on the full tagsets because the degree of

ambiguity in the data is reduced by the smaller tagsets. Furthermore, since the afr.nwu2 tagset

is basically equal in size to the eng.wsj2 one, their accuracy figures differ significantly less. The

remaining dissimilarities can be explained by the interesting observation in Table 3.6: despite the

almost equal tagsets of the two languages, Afrikaans still has significantly more ambiguous words

than English per data subset.

Table 3.7: Supervised tagging: overall accuracies using the reduced tagsets
Tokens Tagger Accuracy (%)

HMM TBL Tree MaxEnt MBL SNoW CRF Depnet SVM

eng.wsj2

5,000 90.95 87.99 89.08 87.67 87.52 86.17 82.50 88.77 91.55

10,000 93.27 91.84 91.02 91.32 90.52 89.54 85.94 91.28 93.54

15,000 94.62 93.10 92.54 93.06 92.40 90.64 88.05 92.56 94.33

20,000 94.95 93.07 92.97 93.45 93.58 91.66 89.20 93.06 95.01

25,000 95.20 94.22 93.04 94.07 94.16 92.40 89.90 93.26 95.02

30,000 95.46 94.61 93.36 94.52 94.45 92.52 90.37 93.46 95.31

35,000 95.59 94.71 93.71 94.58 95.03 92.85 91.16 93.73 95.52

40,000 95.90 95.10 94.04 95.03 95.21 93.35 91.85 94.07 95.85

afr.nwu2

5,000 87.95 84.76 86.90 84.32 83.20 64.25 80.17 87.13 88.64

10,000 90.52 87.99 89.12 87.65 86.95 70.07 83.65 89.08 90.84

15,000 91.31 87.50 90.24 88.66 88.17 72.37 84.42 90.46 91.79

20,000 91.87 89.03 90.85 89.74 89.00 74.31 85.67 91.19 92.08

25,000 93.51 91.22 92.47 91.55 91.58 80.91 89.40 93.15 93.72

30,000 93.98 92.08 92.90 91.90 92.28 81.39 90.27 93.58 94.52

35,000 94.16 92.43 93.38 92.46 92.48 79.17 90.71 93.80 94.83

40,000 94.64 92.49 93.75 93.13 93.26 80.74 91.61 94.33 95.17

Figure 3.2 illustrates the same convergence for eng.wsj2 from 20,000 training tokens onwards.

Now, however, the same sign is beginning to show from 30,000 tokens for afr.nwu2. The latter
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optimal data point is “delayed” with respect to the former because of the larger ambiguous word

count noted earlier.

The relative performance of the taggers remain the same as for the full tagsets: the HMM and

SVM taggers are still the top-scorers. Table 3.8 gives the statistical significance of the results.

Again, the left column shows that the differences between the HMM and SVM taggers are insignif-

icant (all but in the one case at 35,000 tokens for afr.nwu2). The right column shows that the

preferred HMM tagger is significantly more accurate than the next-best one (excluding the SVM

tagger) for eng.wsj2, but mostly insignificantly for afr.nwu2.

Table 3.8: Supervised tagging: statistical significance using the reduced tagsets
Tokens Statistical Significance

HMM SVM t HMM Next t

eng.wsj2

5,000 90.95 91.55 1.494 90.95 89.08 4.391

10,000 93.27 93.54 0.765 93.27 91.84 3.834

15,000 94.62 94.33 0.893 94.62 93.10 4.457

20,000 94.95 95.01 0.193 94.95 93.58 4.147

25,000 95.20 95.02 0.587 95.20 94.22 3.081

30,000 95.46 95.31 0.503 95.46 94.61 2.754

35,000 95.59 95.52 0.239 95.59 95.03 1.864

40,000 95.90 95.85 0.177 95.90 95.21 2.356

afr.nwu2

5,000 87.95 88.64 1.510 87.95 87.13 1.747

10,000 90.52 90.84 0.774 90.52 89.12 3.258

15,000 91.31 91.79 1.214 91.31 90.46 2.078

20,000 91.87 92.08 0.544 91.87 91.19 1.718

25,000 93.51 93.72 0.604 93.51 93.15 1.015

30,000 93.98 94.52 1.632 93.98 93.58 1.165

35,000 94.16 94.83 2.067 94.16 93.80 1.065

40,000 94.64 95.17 1.696 94.64 94.33 0.955

Tables 3.9 and 3.10 show the same consistent performance on known and ambiguous words and

varied performance on unknown words (the HMM, MaxEnt and SVM taggers still the best); the

absolute accuracies are just higher because of the reduced tagsets. Furthermore, they show that

the unknown word classifier for the SNoW tagger can still not be trained successfully on afr.nwu2,

and that the CRF tagger exhibits the same behaviour towards unambiguous known words.

3.4 Conclusion

The first experimental investigation tested the performance of the popular supervised POS tagging

algorithms on small training corpora of English and Afrikaans. The aim was to provide a more

concrete answer than the literature study to the research question of which algorithm performs the
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Figure 3.2: Supervised tagging: overall accuracies using the reduced tagsets
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Table 3.9: Supervised tagging: accuracies for known (K), ambiguous (A) and unknown (U) words

on eng.wsj2 (using the reduced tagset)
Tokens Tagger Accuracy (%)

HMM TBL Tree MaxEnt MBL SNoW CRF Depnet SVM

5,000

K 96.68 96.46 96.37 91.15 96.42 96.17 88.41 96.49 96.19

A 85.22 82.23 81.58 81.37 81.58 78.16 79.01 82.66 82.01

U 79.85 71.56 74.95 80.91 70.26 66.79 71.03 73.79 82.55

10,000

K 96.95 97.05 96.60 94.31 96.67 96.46 90.54 96.98 96.85

A 90.67 91.26 88.72 89.40 88.97 87.70 87.19 90.84 90.67

U 83.42 77.88 76.06 83.31 74.01 70.97 73.61 76.02 84.65

15,000

K 97.05 96.81 96.53 94.81 96.90 96.54 91.85 96.95 96.70

A 93.58 92.63 91.36 91.89 93.00 91.57 92.26 93.21 92.84

U 86.93 81.39 79.92 87.52 78.19 71.97 76.05 78.66 86.85

20,000

K 96.91 96.81 96.64 95.09 96.64 96.55 92.43 96.90 96.78

A 93.05 92.65 92.00 92.60 92.00 91.65 92.15 93.00 93.40

U 87.91 79.67 79.81 87.54 82.58 74.11 77.63 79.30 88.65

25,000

K 97.08 97.03 96.65 95.62 96.77 96.76 92.95 96.85 96.83

A 93.19 93.00 91.58 92.38 92.05 92.01 92.10 92.34 92.90

U 87.90 83.31 79.01 88.05 84.00 75.46 78.02 79.31 88.00

30,000

K 97.19 96.94 96.66 96.01 96.86 96.80 93.40 96.87 96.90

A 94.03 93.13 92.14 93.49 92.86 92.64 92.73 92.91 93.53

U 88.17 84.81 79.50 88.22 84.28 74.50 77.66 79.07 88.64

35,000

K 97.24 97.05 96.79 96.01 97.19 96.88 94.02 96.96 96.99

A 94.01 93.35 92.38 93.13 93.84 92.73 93.22 93.04 93.26

U 88.29 84.35 80.09 88.24 85.50 75.05 78.56 79.43 89.00

40,000

K 97.28 96.97 96.76 96.15 97.24 96.85 94.47 96.95 97.05

A 94.15 93.07 92.24 93.46 93.98 92.63 93.46 92.98 93.46

U 88.94 85.64 80.32 89.36 84.96 75.67 78.61 79.52 89.79
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Table 3.10: Supervised tagging: accuracies for known (K), ambiguous (A) and unknown (U) words

on afr.nwu2 (using the reduced tagset)
Tokens Tagger Accuracy (%)

HMM TBL Tree MaxEnt MBL SNoW CRF Depnet SVM

5,000

K 94.78 95.26 94.59 90.66 94.60 93.56 89.79 95.20 95.44

A 89.42 90.87 89.50 89.20 88.89 89.81 88.93 90.69 91.39

U 72.99 61.73 70.05 70.44 58.22 0.00 59.09 69.44 73.73

10,000

K 95.22 95.00 94.80 91.81 94.81 94.24 90.73 95.11 95.18

A 90.02 90.62 89.39 89.87 88.84 90.81 89.39 89.71 89.94

U 76.88 67.66 72.67 75.58 64.16 0.00 63.10 71.60 78.26

15,000

K 95.17 93.01 94.74 92.09 94.64 93.48 90.37 95.30 95.25

A 89.54 85.03 89.17 89.06 88.00 88.12 88.53 89.92 89.81

U 78.09 68.60 74.82 76.88 66.01 0.00 64.00 73.84 79.92

20,000

K 95.07 93.87 94.88 92.53 94.50 93.72 90.97 95.36 95.09

A 88.82 87.51 88.82 88.78 87.18 88.31 88.56 89.65 88.93

U 79.62 70.50 75.43 79.03 67.97 0.00 65.38 75.23 80.55

25,000

K 95.74 94.60 95.46 93.53 95.42 94.29 92.83 95.94 95.69

A 90.52 90.19 90.13 90.26 89.63 89.50 90.72 91.08 90.39

U 80.00 70.82 74.38 79.57 68.33 0.00 68.61 76.30 81.78

30,000

K 95.99 94.93 95.65 93.60 95.76 93.57 93.53 96.32 96.42

A 91.92 91.78 91.41 91.50 91.36 88.60 92.38 92.72 93.01

U 80.53 73.08 74.55 80.53 69.05 0.00 68.50 75.25 81.77

35,000

K 96.02 95.06 95.83 94.07 95.72 90.24 93.76 96.32 96.36

A 91.99 92.10 91.57 92.16 91.27 80.59 92.74 92.71 92.85

U 80.89 73.56 75.86 80.89 69.28 0.00 68.86 75.78 83.86

40,000

K 96.19 95.06 95.96 94.55 96.18 90.53 94.27 96.51 96.66

A 92.23 91.92 91.68 92.62 92.20 80.95 93.06 93.00 93.36

U 81.79 71.24 75.54 81.42 69.19 0.00 69.65 76.38 82.91
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best on little data. In order to realise the aim, a controlled experimental environment was set up

in which the language, amount of training data and tagset size was kept constant. The result is a

comparative list of accuracies for all the tagger implementations for increasing subsets of training

data, so that not only the best tagger may be identified, but also its point of optimal data use. The

list was compiled for comprehensive tagsets of the two languages, as well as reduced TTS-efficient

versions.

For both tagset versions, the HMM and SVM taggers were consistently the most accurate. This

is contrary to the research hypothesis, which states that the tagger performing the best on much

data—the cyclic dependency network tagger—should do the same on little data. To break the tie

between the HMM and SVM taggers, the HMM tagger is chosen because it was shown to be much

faster. It is then also duly noted that classifier combination should increase accuracy, but that its

computational expense makes it impractical for TTS.

The top accuracy of the HMM tagger is 95.90% for English on a 40,000-token training data

set using the TTS-efficient tagset of 18 tags. At the optimal data use point of 20,000 tokens, its

accuracy is 94.95%. For Afrikaans the HMM tagger is 94.64% accurate on the maximum of 40,000

training tokens using the TTS-efficient tagset of 17 tags. Here the optimal data use point is at

30,000 tokens with an accuracy of 93.98%. The point is further because of the significantly higher

number of ambiguous words in the Afrikaans test set.

The research question has been answered for the Germanic languages of English and Afrikaans.

It would be prudent though to test algorithm performance on the other South African languages,

such as those of the Sotho and Nguni families. This is left as future work. Now that an optimal

POS tagger has been identified, the research can move onto the effects of POS information on the

naturalness of TTS synthesis in the next chapter.
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Chapter 4

Part-of-Speech Effects on

Text-to-Speech Synthesis

4.1 Introduction

It was motivated in Chapter 1 that the naturalness of a TTS voice is mainly determined by prosody

and that, in turn, many aspects of prosody are dependent on POS information. In the light of

the scarceness of resources, the question arises whether it is perhaps possible to circumvent the

traditional approaches to prosodic modelling by learning the latter directly from the speech data

using POS information. In other words, does the addition of POS features to the HTS context

labels improve the naturalness of a TTS voice?

This is the question that the second experimental investigation aims to answer. HTS voices

are trained for Speect from English and Afrikaans prosodically rich speech. The voices are com-

pared with and without POS features incorporated into the HTS context labels, analytically and

perceptually. For the analytical experiments, measures of prosody to quantify the comparisons are

explored. It is then also noted whether the results of the perceptual experiments correlate with

their analytical counterparts.

Section 4.2 describes various setup details common to all the experiments that follow. Section 4.3

records the experiment in which the POS information is added to already feature-rich HTS labels.

The experiment in Section 4.4 repeats the first one, now only with minimum features in the HTS

labels. Section 4.5 explores whether the results of the second experiment can be duplicated when

using a less accurate POS tagger. The last experiment is recorded in Section 4.6 and it compares

voices with maximum and minimum features in the HTS labels. The investigation concludes in

Section 4.7.

4.2 Common Setup

4.2.1 Tagger

The fast, accurate HMM tagger from the previous chapter is incorporated into Speect to obtain the

POS information at synthesis time. To review: for English, the tagger is trained on a 40,000-token

subset of the Penn Treebank WSJ corpus [54] using a reduced set of 18 tags. The tagger obtains
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an accuracy of 95.90% on a separate 10,000-token test set from the same corpus. For Afrikaans,

40,000 tokens of the balanced corpus developed in [56] are used as training data. The tagset is

reduced to 17 tags. The tagger is 94.64% accurate on the test set of 10,000 tokens, also from the

corpus.

4.2.2 Voices

The data requirements for voice building are recorded speech segmented into utterances (spo-

ken sentences), and transcriptions thereof. For the English voice, data from the CMU ARCTIC

speech synthesis databases (available at http://festvox.org/cmu_arctic/) is used: the speaker

is “US bdl”, a United States English-speaking male. The data consist of 1,132 utterances. For the

Afrikaans voice, speech data recorded in-house for the Lwazi project is used; the speaker is female.

The number of utterances is 1,005. For each voice 100 random utterances from the data are kept

aside as a test data set. These corpora are also quite small because the recording process is very

cumbersome in terms of obtaining enough utterances at a sufficient quality.

An HTS voice is built in a two-stage process: phonetic alignment and HMM training. The

phonetic alignment is performed by the Speect NLP front-end and an additional tool (as part of a

toolkit released with Speect) that uses forced-alignment based on HTK [96]. The NLP front-end

maps the transcriptions to phoneme sequences. The alignment tool allows model initialisation from

manually aligned speech data transcribed in a different language or phoneset by mapping to broad

phonetic categories. This is highly beneficial as a bootstrapping technique for the alignment of a

small corpus of an RSL [92]. The TIMIT corpus [30] is used as bootstrapping data.

The HMM training from the aligned utterances is performed by the demonstration script re-

leased with the HTS engine. It uses HTS version 2.1 [97] to build the models for the hts engine

API version 1.02 [86]. The script is only slightly altered to accommodate Speect as a front-end.

The question file of the demonstration script is mostly used as is for the model tying decision

tree. Only the POS-related questions are modified to reflect the tagsets chosen in Section 4.2.1

and, for the Afrikaans voice, the phonetic category questions are altered to reflect the Afrikaans

phoneset.

The HTS context labels utilise by default a set of linguistic features defined in [87] and included

in the demonstration package. The full context labels comprise, inter alia, features based on the

identities of the current and neighbouring phonemes, the number and relative positions of phonemes,

syllables, words and phrases, whether syllables are stressed or not, and the POS of words.

The voices are built using two versions of the context labels: one with maximum features and the

other with minimum features. The maximum feature set comprises all of the features provided by

the demonstration package, including the segmental counting and positional features, but excluding

the stress and intonation-related ones (so that prosody is not modelled explicitly but only implicitly

by the POS information). The minimum features only include the phonemic identities. For the

experiments, the two versions are then used with and without POS information. Table 4.1 lists

these differences. The content word features e5 to e8 are considered part of the POS information,

because whether a word is a content or function word is directly derivable from its POS.
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Table 4.1: Features to be used in the HTS context labels
Min feats Max feats

Feat Description w/o w/ w/o w/

POS POS POS POS

p1 the phoneme identity before the previous phoneme X X X X

p2 the previous phoneme identity X X X X

p3 the current phoneme identity X X X X

p4 the next phoneme identity X X X X

p5 the phoneme after the next phoneme identity X X X X

p6 position of the current phoneme identity in the current syllable (forward) 7 7 X X

p7 position of the current phoneme identity in the current syllable (backward) 7 7 X X

a1 whether the previous syllable stressed or not (0: not stressed, 1: stressed) 7 7 7 7

a2 whether the previous syllable accented or not (0: not accented, 1: accented) 7 7 7 7

a3 the number of phonemes in the previous syllable 7 7 X X

b1 whether the current syllable stressed or not (0: not stressed, 1: stressed) 7 7 7 7

b2 whether the current syllable accented or not (0: not accented, 1: accented) 7 7 7 7

b3 the number of phonemes in the current syllable 7 7 X X

b4 position of the current syllable in the current word (forward) 7 7 X X

b5 position of the current syllable in the current word (backward) 7 7 X X

b6 position of the current syllable in the current phrase (forward) 7 7 X X

b7 position of the current syllable in the current phrase (backward) 7 7 X X

b8 the number of stressed syllables before the current syllable in the current phrase 7 7 7 7

b9 the number of stressed syllables after the current syllable in the current phrase 7 7 7 7

b10 the number of accented syllables before the current syllable in the current phrase 7 7 7 7

b11 the number of accented syllables after the current syllable in the current phrase 7 7 7 7

b12 the number of syllables from the previous stressed syllable to the current syllable 7 7 7 7

b13 the number of syllables from the current syllable to the next stressed syllable 7 7 7 7

b14 the number of syllables from the previous accented syllable to the current syllable 7 7 7 7

b15 the number of syllables from the current syllable to the next accented syllable 7 7 7 7

b16 name of the vowel of the current syllable 7 7 X X

c1 whether the next syllable stressed or not (0: not stressed, 1: stressed) 7 7 7 7

c2 whether the next syllable accented or not (0: not accented, 1: accented) 7 7 7 7

c3 the number of phonemes in the next syllable 7 7 X X

d1 pos (part-of-speech) of the previous word 7 X 7 X

d2 the number of syllables in the previous word 7 7 X X

e1 pos (part-of-speech) of the current word 7 X 7 X

e2 the number of syllables in the current word 7 7 X X

e3 position of the current word in the current phrase (forward) 7 7 X X

e4 position of the current word in the current phrase (backward) 7 7 X X

e5 the number of content words before the current word in the current phrase 7 X 7 X

e6 the number of content words after the current word in the current phrase 7 X 7 X

e7 the number of words from the previous content word to the current word 7 X 7 X

e8 the number of words from the current word to the next content word 7 X 7 X

f1 pos (part-of-speech) of the next word 7 X 7 X

f2 the number of syllables in the next word 7 7 X X

g1 the number of syllables in the previous phrase 7 7 X X

g2 the number of words in the previous phrase 7 7 X X

h1 the number of syllables in the current phrase 7 7 X X

h2 the number of words in the current phrase 7 7 X X

h3 position of the current phrase in utterance (forward) 7 7 X X

h4 position of the current phrase in utterance (backward) 7 7 X X

h5 TOBI endtone of the current phrase 7 7 7 7

i1 the number of syllables in the next phrase 7 7 X X

i2 the number of words in the next phrase 7 7 X X

j1 the number of syllables in this utterance 7 7 X X

j2 the number of words in this utterance 7 7 X X

j3 the number of phrases in this utterance 7 7 X X
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4.2.3 Analytical Test

In order to measure the prosodic effects of POS information on synthesised speech, it is necessary

to understand what the physical manifestations of prosody are. Duration, pitch (F0) and intensity

have been shown to be acoustic correlates of prosody [26, 93]. Duration is simply the temporal

length of segments of speech, whether it be phones, syllables, words or phrases. Pitch is the relative

highness or lowness of a tone and is determined by the rate of vibration of the vocal cords [16].

Intensity is the energy of the signal of a speech segment and is related to the amplitude of the vocal

cord vibrations [15]. These three measures are used to determine the closeness of each synthesised

utterance to its natural speech counterpart from the 100-utterance test set.

Duration The natural speech utterance is phonetically aligned to determine the duration of each

phoneme. For each phoneme, the corresponding duration of the synthesised utterance is

subtracted and the absolute value is taken to represent the distance between the natural

phoneme and the synthesised phoneme.

Pitch The F0 contour of the natural speech utterance is extracted with Praat [9] and divided

according to the aligned durations so that each phoneme is assigned its corresponding section

of F0 values. For the synthesised utterance, the HTS engine is forced to use the same duration

alignments and output the synthesised F0 values. The distance between the natural and the

synthesised phoneme is taken as the Mean Squared Error (MSE) of the synthesised F0 values

f̂0 to the natural ones f0:

MSE
(
f̂0
)

= E

[(
f̂0 − f0

)2
]

(4.1)

where

E [x] =
∑
i

pixi

=
1
n

∑
i

xi if pi =
1
n

(4.2)

Any differences involving undefined F0 values are taken as zeros in the summations.

Intensity The intensity contour is extracted in similar fashion to the F0 contour. Praat is used

for both the natural speech and synthesised utterances, the latter once again being aligned

on the phoneme boundaries of the former. The distance between the phoneme sections of

intensity values is also the MSE.

When comparing two TTS voices, for example with and without POS information, the one

voice is deemed more natural than the other for a particular utterance if its synthesised version is

closer to the natural speech counterpart than the synthesised version of the other voice.

An experiment is thus compiled from the test set by synthesising the 100 test sentences with

both voices. Each utterance pair is scored by counting the number of phonemes that are closer to

the natural speech for a particular measure. The utterance with the highest number of phonemes

wins, and the corresponding voice is accredited with that test sentence for the measure. The voice
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accredited with the most test sentences in the end is then more natural. Finally, McNemar’s test

is used to examine the statistical significance of the result.

McNemar’s test is a chi-square test for paired sample data [10, 81]. A most intuitive example

is a scenario in the medical industry where sick and healthy test subjects are counted before and

after receiving a drug. McNemar’s test is applied to see whether the drug has an effect or not. Test

data are recorded in a 2-by-2 contingency table as depicted in Table 4.2.

Table 4.2: Contingency table for McNemar’s test
After Treatment

Sick Healthy

Before Sick A B

Treatment Healthy C D

The null hypothesis for McNemar’s test assumes that the sum of the rows in the contingency

table is equal to the sum of the columns. This implies that B = C and that the drug has no effect

on the illness. The alternative hypothesis assumes that the sum of the rows is not equal to the sum

of the columns, hence that the drug has an effect.

From the above McNemar’s test can be calculated as follows:

χ2 =
(|B − C| − 0.5)2

B + C
(4.3)

χ2 has a chi-squared distribution with one degree of freedom (if B+C is large enough). To test for

significance, χ2 is compared to the appropriate chi-square table value (Table B.2 in Appendix B).

A result of probability greater or equal to 0.05 is generally considered to be significant. Lining

up this boundary probability with one degree of freedom in the table gives a value of 3.841. If

χ2 ≥ 3.841 the null hypothesis is rejected in favour of the alternative hypothesis. If χ2 < 3.841 the

null hypothesis is accepted.

Returning to the naturalness results of a pair of TTS voices, let n1 be the number of utterances

accredited to the first voice and n2 to the second voice. McNemar’s test can then be applied by

setting B = n1 and C = n2. If χ2 ≥ 3.841 the winning voice is significantly more natural than the

other voice. If χ2 < 3.841 the result is insignificant and the two voices can be said to be similar in

their degree of naturalness.

4.2.4 Perceptual Test

A perceptual test is also set up in an effort to validate the analytical results. Respondents are

asked to listen to pairs of utterances from the test set. In a pair the two utterances, A and B,

are synthesised from the same sentence, but each by a different TTS voice. The respondents must

then choose which utterance out of the pair sounds more natural relatively, or if both sound the

same (without listening to the original natural speech). Duration, pitch and intensity are not

distinguished; only an aggregate judgement is required.

This “A versus B” approach (with McNemar’s test for significance) is preferred above a mean

opinion score (with the Wilcoxon signed rank test [53] for significance) that is used, for example, in

the Blizzard Challenge [42]. The reason is that it is more robust against respondent subjectivity:
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different respondents are more likely to judge the same utterance out of a pair as more natural

than assign it the same score on a scale of 1 to 5.

McNemar’s test can be used in reverse to calculate how many pairs will be needed to obtain a

significant result. Recall that

(|B − C| − 0.5)2

B + C
≥ 3.841 (4.4)

is required for statistical significance. This may be rewritten in terms of the total number of pairs

N :

(xN − 0.5)2

yN
≥ 3.841 x, y ∈ [0, 1] (4.5)

where xN = |B−C|, the ratio of N estimated to be equal to the difference between the discordant

pairs. For fixed y, the smaller this difference (or x) is, the bigger N must be for significance.

yN = B + C, the ratio of N estimated to be equal to the sum of the discordant pairs, in other

words, the number of pairs not judged equal in naturalness. For fixed x, the smaller this sum (or

y) is, the smaller N needs to be for significance. A change in x varies N to a greater degree than

a change in y does.

For conservative estimates of x = 0.2 and y = 0.8, N ≥ 82. Nevertheless, a large safety margin

is built into the test by setting N = 200. The 200 pairs are divided up among 10 respondents so

that each respondent must listen to 20 pairs. The 20 sentences that make up the pairs are randomly

selected from the 100-utterance test set, such that every two respondents listen to a unique subset.

For the two languages, the 20 respondents are mother-tongue speakers with an average age of

between 30 and 35. Out of the 10 English respondents, 6 are male and 4 female. 7 Afrikaans

respondents are male and 3 female. A web-based interface facilitates the playback of the audio

samples and recording of answers.

4.3 Experiment 1: POS Effects Using Maximum Features

The first experiment compares the naturalness of two TTS voices of which the HTS context labels

use the maximum features as listed in Table 4.1. The English voices are dubbed eng maxlab nopos

for the version without POS information, and eng maxlab pos40k for the version with POS infor-

mation. Similarly, the Afrikaans voices are named afr maxlab nopos and afr maxlab pos40k.

The aim is to observe the effect of the POS information in an already feature-rich environment for

maximum benefit.

Table 4.3 shows the results for English and Afrikaans. The first column lists the measures and

the second column the total number of utterances evaluated. Columns 3 and 4 list the number of

utterances accredited to each voice and column 5 the number found equal. The last column lists

the McNemar χ2-scores for significance (which are independent of the equal counts).

The analytical figures across the two languages show no significant bias towards a particular

voice, and the perceptual figures confirm this (there are basically as many votes for the one voice

as for the other). Therefore, it may be deduced that the two voices are similar in their degree of

naturalness and that the POS information has no effect when using the maximum features. It may
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Table 4.3: Naturalness results when using maximum features
Measure Utterances χ2

Total eng maxlab nopos eng maxlab pos40k Equal

Duration 100 46 49 5 0.066

Pitch 100 52 42 6 0.960

Intensity 100 41 52 7 1.185

Perception 200 72 83 45 0.711

Measure Utterances χ2

Total afr maxlab nopos afr maxlab pos40k Equal

Duration 100 48 47 5 0.003

Pitch 100 48 45 7 0.067

Intensity 100 49 43 8 0.329

Perception 200 72 74 54 0.015

be that the POS effects are “drowned out” by the other features, which inherently carry similar

information beneficial towards naturalness.

Finally, it is observed that the equal count among the perceptual figures is proportionally much

higher than among the analytical figures. The simple explanation is that it is much more difficult for

respondents to hear a distinction between two utterances than what it is to calculate the difference

between two discrete values.

4.4 Experiment 2: POS Effects Using Minimum Features

Since the use of the maximum features is suspected to suppress the POS effects, it is prudent to

retest the TTS voices with reduced features in order to lift out the effects. The English voice

without POS information is eng minlab nopos and with eng minlab pos40k. The correspond-

ing Afrikaans voices are afr minlab nopos and afr minlab pos40k. The results are shown in

Table 4.4.

For both languages, pitch dominates the results by clearly favouring the voices with POS in-

formation as more natural. The near significant perceptual figures tend to suggest the same. Of

note is the disparate results for intensity: it manifests as a deciding factor only for Afrikaans. It is

unclear from this experiment as to what the cause might be; see trends observed in the rest of the

experiments.

4.5 Experiment 3: POS Effects Using a Less Accurate Tagger

From the previous experiment it was seen that, when only minimum features are available, adding

POS information improves the pitch component of naturalness. Within the context of an RSL,

the question now arises whether the same effect is possible when a less accurate POS tagger,

trained on fewer resources, is used. The third experiment thus compares two TTS voices, both

with POS information on top of the minimum features, but where the tagger of the one voice has
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Table 4.4: Naturalness results when using minimum features
Measure Utterances χ2

Total eng minlab nopos eng minlab pos40k Equal

Duration 100 51 44 5 0.445

Pitch 100 26 66 8 16.959

Intensity 100 46 46 8 0.003

Perception 200 76 101 23 3.391

Measure Utterances χ2

Total afr minlab nopos afr minlab pos40k Equal

Duration 100 51 40 9 1.212

Pitch 100 15 79 6 42.896

Intensity 100 35 55 10 4.225

Perception 200 71 95 34 3.327

been trained on only 5,000 tokens. For English, the 5,000-token tagger is 90.95% accurate and the

corresponding voice is called eng minlab pos05k. The voice of the normal 40,000-token, 95.90%

accurate tagger is called eng minlab pos40k. For Afrikaans, the tagger trained on 5,000 tokens

is 87.95% accurate and its voice is dubbed afr minlab pos05k. The voice of the 40,000-token,

94.64% accurate tagger used so far is dubbed afr minlab pos40k. Table 4.5 shows the naturalness

results for this experiment.

Table 4.5: Naturalness results when using a less accurate tagger
Measure Utterances χ2

Total eng minlab pos05k eng minlab pos40k Equal

Duration 100 48 46 6 0.024

Pitch 100 45 49 6 0.130

Intensity 100 39 55 6 2.556

Perception 200 69 94 37 3.683

Measure Utterances χ2

Total afr minlab pos05k afr minlab pos40k Equal

Duration 100 46 46 8 0.003

Pitch 100 48 46 6 0.024

Intensity 100 44 53 3 0.745

Perception 200 57 89 54 6.796

Pitch, the prominent measure in the previous experiment, does not feature here for any of the

two languages, nor do any of the other analytical measures. These insignificant differences between

the voices with the more and less accurate taggers may support the hypothesis that one can

achieve the same prosodic effects with the less accurate tagger (read fewer resources). However,

the perceptual figures do show a bias towards the voices using the more accurate tagger, near

significantly for English and significantly for Afrikaans. This mismatch between the analytical and
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perceptual results renders the experiment inconclusive.

4.6 Experiment 4: Comparing Minimum and Maximum Features

The final experiment revisits the implication of the first, namely that the maximum features might

compensate for the effect of adding POS information. The minimum feature voices with POS

information, eng minlab pos40k for English and afr minlab pos40k for Afrikaans, are set

against the maximum feature voices without POS information, eng maxlab nopos for English

and afr maxlab nopos for Afrikaans. The results are shown in Table 4.6.

Table 4.6: Results of the comparison between minimum and maximum features
Measure Utterances χ2

Total eng minlab pos40k eng maxlab nopos Equal

Duration 100 35 59 6 5.875

Pitch 100 44 52 4 0.586

Intensity 100 46 46 8 0.003

Perception 200 69 104 27 6.880

Measure Utterances χ2

Total afr minlab pos40k afr maxlab nopos Equal

Duration 100 42 48 10 0.336

Pitch 100 35 61 4 6.773

Intensity 100 61 34 5 7.392

Perception 200 64 93 43 5.174

The duration and pitch figures of the two languages suggest that the maximum feature voices

without POS information are more natural (duration and pitch being significant for each language

in turn). The perceptual test results favour these voices significantly as well. Therefore, the extra

counting and positional features in the maximum feature set (Table 4.1) not only compensate for

the POS information (they would then have insignificant differences as a result), they improve the

naturalness beyond what the POS tags can affect.

The contradicting Afrikaans intensity figures indicate another anomaly, as has been noted in

Section 4.4 as well. This behaviour can possibly be ascribed to speaker variability (choice) in

the speech corpora of the two languages. During the reinspection of the Afrikaans data, alignment

errors as a result of unexpected pauses, transcription errors, mispronunciations and G2P errors were

also found. Such imperfections of the data—which are likely to be more common for RSLs—will

generally induce more variance in the experimental results. As long as the errors are not systematic,

however, reliable trends can be deduced, as has been done here for pitch.

4.7 Conclusion

In summary, it has been shown that POS information does contribute to the naturalness (specifically

in terms of pitch) of a TTS voice when it forms part of a small phoneme identity-based feature
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set in the HTS labels. This proves the research hypothesis correct. However, the same effect, even

an improvement, can be accomplished by including segmental counting and positional information

instead of the POS tags in the HTS labels—and no extra resources are used. Therefore, it is not

necessary to incur the cost of POS tagging when the traditional route of prosodic modelling cannot

be followed in the development of a TTS voice.

The experiments were limited though to English and Afrikaans. As noted in Section 3.4 regard-

ing the POS tagging results, the next step would be to test the POS effects as well on the other

South African languages. In particular, results for the tone-driven Bantu languages would be very

informative.

Notwithstanding the above outcome, it is problematic that the correlation between the analyt-

ical and perceptual methods is not yet clear-cut. This is because the analytical measures did not

always behave in a consistent way across the two languages and the four experiments. The problem

can be addressed from both sides: either the perceptual tests should be more fine-grained (that is

duration, pitch and intensity must be judged separately), or a new analytical framework can be

used where, for example, the three measures are combined into a single one. The former is very

difficult to achieve since the human ear cannot discern such differences well. The latter is possible

by constructing a classifier such as the Gaussian discriminative function presented in [93]. In either

case, it warrants a much more thorough study of the acoustic and perceptual factors of prosody.
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Chapter 5

Conclusion

5.1 Summary and Conclusions

The Lwazi project in South Africa collects and applies human language technology resources for

all eleven of the official languages. The challenge, however, is that the South African languages

are resource-scarce: little data and linguistic knowledge are available to them. The consequence is

that the project requires innovative solutions to meet its outcomes. One of the deliverables of the

project is more natural voices for TTS synthesis. Naturalness is primarily determined by prosody

and it has been shown in Section 1.2.2 that many aspects of prosodic modelling is dependent on

POS information.

In a resource-scarce environment it is difficult to exploit this information for the following

reasons:

1. An automatic tagger is required to obtain the POS information from the text to be syn-

thesised, but state-of-the-art POS taggers are data-driven and thus require large amounts of

labelled training data.

2. The subsequent processes in TTS that are used to apply the POS information towards

prosodic modelling are resource-intensive themselves: some require non-trivial linguistic knowl-

edge; others require labelled data as well.

This research addressed the following questions arising from the above problem statements:

1. Which POS tagging algorithm achieves the highest accuracy on little data?

2. Can the direct incorporation of POS features into the context labels of an HTS voice improve

its naturalness and, so, provide a more efficient alternative to the traditional processes of

pronunciation and prosodic modelling?

5.1.1 An Optimal Part-of-Speech Tagging Algorithm

Chapter 2 set out to answer the first research question by reviewing the most popular data-driven

algorithms. Since literature to date consists mostly of isolated papers discussing one specific algo-

rithm, the aim of the review was to consolidate the research into a single point of reference. Where

the focus in the past has been on improving performance on large corpora, the review studied the
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behaviour of the algorithms on small corpora as well. It was noted that the resource requirements

of the data-driven POS tagging algorithms are determined by the learning paradigms they employ:

supervised algorithms need the data to be labelled manually, a very expensive task. Unsupervised

algorithms only require raw, unlabelled data—making them very attractive—but their accuracies

are still far below those of their supervised counterparts. Semisupervised algorithms draw a com-

promise by operating on a small set of labelled data and a large set of unlabelled data. This partial

supervision improves accuracy beyond that of unsupervised alternatives, while alleviating some

of the burden imposed by manual labelling. The scope of the research only allowed supervised

algorithms to be explored in depth.

It was shown that the supervised tagging algorithms perform very well on large English corpora,

with most achieving an accuracy in the 96–97% range. The best algorithm implementation is the

cyclic dependency network tagger. The logarithmic behaviour inherent to data-driven algorithms

were also discussed. They require more and more additional data as the training data grows to

improve their accuracies by the same percentage point. Such small increases in accuracy do not

justify the extra data in a resource-scarce context. In the case of RSLs, it is, therefore, not only

prudent to find the most accurate tagger, but also the point where the data-accuracy trade-off is

optimal.

The performance is notably worse on little data and less consistent at a range of 72–85%, with

the HMM tagger being the top scorer. The results are inconclusive, however, because the literature

review could only find accuracy figures on small corpora for some of the tagging algorithms. Notably,

scores for the cyclic dependency network tagger, which performs best on much data, are missing.

Another contributing factor to the incongruity was that the taggers were applied to different RSLs.

Chapter 3, therefore, revisited the research question of which available POS tagging algorithm

will be the most accurate given little training data, by testing existing, freely available implementa-

tions of the algorithms. The experimental environment was controlled to obtain conclusive results.

The same language, amount of data and tagset were used across the different taggers. English

featured again as a reference language by restricting its data to emulate resource scarceness. In

addition, another Germanic language, Afrikaans, was used as a true RSL. The taggers were tested

on incremental subsets of the training data so that the optimal data-accuracy trade-off points could

be identified. The experiments employed comprehensive and reduced TTS-efficient POS tagsets

for both languages; the reduced tagsets were used to note the effect on the tagger accuracies.

For both tagset versions, the HMM and SVM taggers consistently outperformed the rest. This

result proves the research hypothesis incorrect: the cyclic dependency network tagger did not

achieve the highest accuracy on little data. The HMM tagger is chosen above the SVM tagger: the

HMM is not only highly accurate, but much more efficient in terms of speed, and thus truly makes

for a well-rounded solution to the tagging problem.

The following exact figures summarise the outcome of the experiment: the top accuracy of the

HMM tagger is 95.90% for English on a 40,000-token training data set using the TTS-efficient

tagset of 18 tags. At the optimal data use point of 20,000 tokens, its accuracy is 94.95%. For

Afrikaans the HMM tagger is 94.64% accurate on the maximum of 40,000 training tokens using

the TTS-efficient tagset of 17 tags. Here the optimal data use point is at 30,000 tokens with an
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accuracy of 93.98%.

5.1.2 The Effects of Part-of-Speech Features in the HTS Labels

Chapter 4 explored the second research question of whether POS information in the HTS labels

improves the naturalness of synthesised speech. HTS voices were trained from English and Afrikaans

prosodically rich speech. In four different experimental environments two voices were compared

each time with and without POS features incorporated into the HTS context labels, analytically and

perceptually. For the analytical tests, the one voice was deemed more natural than the other for a

particular utterance if its synthesised version was closer to the natural speech counterpart than the

synthesised version of the other voice. Three measures of prosody were employed to quantify the

comparisons: duration, pitch and intensity. For the perceptual tests, respondents had to compare

the utterances of the two voices without listening to the original natural speech. McNemar’s test

was used to determine the statistical significance of all the results. It was then also noted whether

the results of the perceptual tests correlate with their analytical counterparts.

In the first experiment the POS information was incorporated into already feature-rich HTS

labels that included not only phoneme identities, but also other segmental positional and counting

information. It was shown that the two voices, one with and the other without POS information,

are similar in their degree of naturalness and that the POS information has no effect when using

the maximum features.

Since the use of the maximum features was suspected to suppress the POS effects, the second

experiment retested the TTS voices with reduced features in order to lift out the effects. The HTS

labels only contained the phoneme identity-based features. It was seen that the pitch of the voices

with POS information improved considerably.

The third experiment tried to answer a question that arose from the previous results, namely

whether the same pitch improvement was possible when a less accurate POS tagger, trained on

fewer resources, was to be used. A mismatch between the analytical and perceptual results rendered

the experiment inconclusive though.

The last experiment revisited the implication of the first, namely that the maximum features

might compensate for the effect of adding POS information. Comparing a minimum feature voice

with POS information to a maximum feature voice without it, the analytical and perceptual figures

showed that the latter voice is more natural.

Hence, although POS information contributes to the naturalness (specifically in terms of pitch)

of a TTS voice when it forms part of a small phoneme identity-based feature set, the same effect,

even an improvement, can be accomplished by including segmental counting and positional infor-

mation instead of the POS tags in the HTS labels. Furthermore, this latter information requires no

extra resources. Therefore, it is not necessary to incur the cost of POS tagging when the traditional

route of prosodic modelling cannot be followed in the development of a TTS voice.
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5.2 Future Work

At the conclusion of this study, the insights gained are limited to the Germanic languages of English

and Afrikaans. It is necessary to investigate the POS effects on other language types as well to see

if any general trends are present. It will be important to establish whether counting and positional

features profit other languages in the place of POS features, or whether the latter remains helpful.

If POS features in the HTS context labels are shown to be beneficial in general, it opens up an

interesting door to save resources. Since the pronunciation and prosody are then modelled inher-

ently and automatically by the data, it does not matter what the names of the POS categories are,

only that there are distinctions (traditional rule-based approaches require sensible names because a

human needs to understand them). This allows the anonymous POS categories or syntactic clusters

of unsupervised distributional clustering [66] (mentioned in Section 2.2.2) to feature in the context

labels. If POS features are not beneficial, then the traditional route of pronunciation and prosodic

modelling will have to be explored to determine a “second-best” resource-efficient solution.

Another avenue that needs further attention is the correlation between the analytical and per-

ceptual measures of the naturalness of a TTS voice. The physical manifestations of prosody and

the relationships among them need to be studied in greater depth to gain a better understanding

of how they aggregate into that which the human ear distinguishes perceptually.
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Appendix A

Part-of-Speech Tagsets

The English tagsets are listed in Table A.1.

Table A.1: English POS tagsets

eng.wsj1 eng.wsj2

Tag Description Tag Description

CC Coordinating conjunction CC Coordinating conjunction

CD Cardinal number CD Cardinal number

DT Determiner DT Determiner

IN Preposition or subordinating conjunction IN Preposition or subordinating conjunction

JJ Adjective

JJ AdjectiveJJR Adjective, comparative

JJS Adjective, superlative

MD Modal MD Modal

NN Noun, singular or mass

NN Noun
NNP Proper noun, singular

NNPS Proper noun, plural

NNS Noun, plural

PRP Personal pronoun
PRP Pronoun

PRP$ Possessive pronoun

RB Adverb

RB AdverbRBR Adverb, comparative

RBS Adverb, superlative

TO to TO to

VB Verb, base form

VB Verb

VBD Verb, past tense

VBG Verb, gerund or present participle

VBN Verb, past participle

VBP Verb, non-3rd person singular present

VBZ Verb, 3rd person singular present

WDT Wh-determiner

W Wh-word
WP Wh-pronoun

WP$ Possessive wh-pronoun

WRB Wh-adverb

EX Existential there

FW Foreign word

LS List item marker
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eng.wsj1 (Continued) eng.wsj2 (Continued)

Tag Description Tag Description

PDT Predeterminer

POS Possessive ending

RP Particle O Other

SYM Symbol

UH Interjection

# Hash

-NONE- Non-linguistic mark

$ Dollar $ Dollar

-LRB- Left round bracket
ZL Opening punctuation

“ Opening quotation mark

-RRB- Right round bracket
ZR Closing punctuation

” Closing quotation mark

, Comma
Z Mid-sentence punctuation

: Colon

. Full-stop . Full-stop

The Afrikaans tagsets are listed in Table A.2. The descriptions are taken as-is from [56]. “???”

indicates a tag appearing in the data, yet not described in the original work. The tag name is most

likely an orthographic error.

Table A.2: Afrikaans POS tagsets

afr.nwu1 afr.nwu2

Tag Description Tag Description

AOA Adjektief: oortreffend/attributief

A Adjektief

AOP Adjektief: oortreffend/predikatief

ASA Adjektief: stellend/attributief

ASP Adjektief: stellend/predikatief

AVA Adjektief: vergrotend/attributief

AVP Adjektief: vergrotend/predikatief

BOM Bywoord: oortreffend/maat

B Bywoord

BOW Bywoord: oortreffend/ wyse

BSD Bywoord: stellend/modaliteit

BSF Bywoord: stellend/frekwensie

BSG Bywoord: stellend/graad

BSM Bywoord: stellend/maat

BSO Bywoord: stellend/ontkenning

BSP Bywoord: stellend/plek

BSR Bywoord: stellend/rigting

BSS Bywoord: stellend/skakeling

BST Bywoord: stellend/tyd

BSW Bywoord: stellend/wyse

BVG Bywoord: ???

BVM Bywoord: vergrotend/maat

BVP Bywoord: ???

BVT Bywoord: ???

BVW Bywoord: vergrotend/ wyse

KN Konjunk: neweskikkend K Konjunk
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afr.nwu1 (Continued) afr.nwu2 (Continued)

Tag Description Tag Description

KO Konjunk: onderskikkend

LB Lidwoord: bepaald
L Lidwoord

LO Lidwoord: onbepaald

NA Naamwoord: Abstrak

N Naamwoord

NEE Naamwoord: eienaam/enkelvoud/basis

NEM Naamwoord: eienaam/meervoud/basis

NLW Naamwoord: ???

NM Naamwoord: Massanaam

NME Naamwoord: maatnaam/enkelvoud/basis

NMED Naamwoord: maatnaam/enkelvoud/diminutief

NSE Naamwoord: soortnaam/enkelvoud/basis

NSED Naamwoord: soortnaam/enkelvoud/diminutief

NSM Naamwoord: soortnaam/meervoud/basis

NSMD Naamwoord: soortnaam/meervoud/diminutief

NVE Naamwoord: versamelnaam/enkelvoud/basis

NVED Naamwoord: versamelnaam/enkelvoud/diminutief

NVM Naamwoord: versamelnaam/meervoud/basis

PA Voornaamwoord: Aanwysend

P Voornaamwoord

PB Voornaamwoord: betreklik

PDHEB Voornaamwoord: derde/manlik/enkelvoud/besitlik

PDHEDP Voornaamwoord: derde/manlik/enkelvoud/gemarkeerd/persoonlik

PDHENP Voornaamwoord: derde/manlik/enkelvoud/ongemarkeerd/persoonlik

PDHEW Voornaamwoord: derde/manlik/enkelvoud/wederkerend

PDMB Voornaamwoord: derde/meervoud/besitlik

PDMP Voornaamwoord: derde/meervoud/persoonlik

PDMW Voornaamwoord: derde/meervoud/wederkerend

PDOENP Voornaamwoord: derde/onsydig/enkelvoud/ongemarkeerd/persoonlik

PDOEP Voornaamwoord: ???

PDOEW Voornaamwoord: derde/onsydig/enkelvoud/wederkerend

PDVEB Voornaamwoord: derde/vroulik/enkelvoud/besitlik

PDVEDP Voornaamwoord: derde/vroulik/enkelvoud/gemarkeerd/persoonlik

PDVENP Voornaamwoord: derde/vroulik/enkelvoud/ongemarkeerd/persoonlik

PDVEW Voornaamwoord: derde/vroulik/enkelvoud/wederkerend

PEEB Voornaamwoord: eerste/enkelvoud/besitlik

PEEDP Voornaamwoord: eerste/enkelvoud/gemarkeerd/persoonlik

PEENP Voornaamwoord: eerste/enkelvoud/ongemarkeerd/persoonlik

PEEW Voornaamwoord: eerste/enkelvoud/wederkerend

PEMB Voornaamwoord: eerste/meervoud/besitlik

PEMNP Voornaamwoord: eerste/meervoud/persoonlik

PEMP Voornaamwoord: ???

PEMW Voornaamwoord: eerste/meervoud/wederkerend

PO Voornaamwoord: onbepaald

PR Voornaamwoord: ???

PTEB Voornaamwoord: tweede/enkelvoud/besitlik

PTEDP Voornaamwoord: tweede/enkelvoud/gemarkeerd /persoonlik

PTENP Voornaamwoord: tweede/enkelvoud/ongemarkeerd /persoonlik

PTEW Voornaamwoord: tweede/enkelvoud/wederkerend

PTMB Voornaamwoord: tweede/meervoud/besitlik

PTMNP Voornaamwoord: tweede/meervoud/persoonlik
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afr.nwu1 (Continued) afr.nwu2 (Continued)

Tag Description Tag Description

PTMW Voornaamwoord: ???

PX Voornaamwoord: ???

PV Voornaamwoord: Vraend
W Wh-woord

PW Voornaamwoord: wederkerig

RSE Residu: simbool/enkelvoud RSE Simbool

SVS Setsel: voorsetsel SVS Voorsetsel

THAB Telwoord: hooftelwoord/adjektief/bepaald

T Telwoord

THAO Telwoord: hooftelwoord/adjektief/onbepaald

THBB Telwoord: hooftelwoord/bywoord/bepaald

THBO Telwoord: hooftelwoord/bywoord/onbepaald

THNB Telwoord: hooftelwoord/naamwoord/bepaald

THPB Telwoord: hooftelwoord/voornaamwoord/bepaald

THPO Telwoord: hooftelwoord/voornaamwoord/onbepaald

TRAB Telwoord: rangtelwoord/adjektief/bepaald

TRAO Telwoord: rangtelwoord/adjektief/onbepaald

TRBB Telwoord: rangtelwoord/bywoord/bepaald

TRNB Telwoord: ???

TRPB Telwoord: rangtelwoord/voornaamwoord/bepaald

VNAHG Werkwoord: ???

V Werkwoord

VTHOG Werkwoord: teenwoordig/hoof/onskeibaar/oorganklik

VTHOK Werkwoord: teenwoordig/hoof/onskeibaar/koppel

VTHOO Werkwoord: teenwoordig/hoof/onskeibaar/onoorganklik

VTHOV Werkwoord: teenwoordig/hoof/onskeibaar/voorsetsel

VTHSG Werkwoord: teenwoordig/hoof/skeibaar/oorganklik

VTHSK Werkwoord: ???

VTHSO Werkwoord: teenwoordig/hoof/skeibaar/onoorganklik

VVHOG Werkwoord: verlede/hoof/onskeibaar/oorganklik

VVHOK Werkwoord: verlede/hoof/onskeibaar/koppel

VVHOO Werkwoord: verlede/hoof/onskeibaar/onoorganklik

VVHOV Werkwoord: verlede/hoof/onskeibaar/voorsetsel

VOUT Werkwoord: ???

VU Hulpwerkwoord

VTUOA Werkwoord: teenwoordig/hulp/onskeibaar/aspek

VTUOM Werkwoord: teenwoordig/hulp/onskeibaar/modaliteit

VTUOP Werkwoord: teenwoordig/hulp/onskeibaar/modus

VUOT Werkwoord: hulp/onskeibaar/tyd

VVUOA Werkwoord: verlede/hulp/onskeibaar/aspek

VVUOM Werkwoord: verlede/hulp/onskeibaar/modaliteit

VVUOP Werkwoord: verlede/hulp/onskeibaar/modus

RAE Residu: afkorting/enkelvoud

RAM Residu: afkorting/meervoud

RFE Residu: formule/enkelvoud

RKE Residu: akroniem/enkelvoud

RLE Residu: letternaamwoord/enkelvoud

RLM Residu: letternaamwoord/meervoud

RO Residu: ongeklassifiseerd

RSF Residu: suffiks

RVE Residu: vreemdetaalwoord/enkelvoud

RVM Residu: vreemdetaalwoord/meervoud
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afr.nwu1 (Continued) afr.nwu2 (Continued)

Tag Description Tag Description

RWD Residu: woorddeel

UDS Uniek: dis O Ander

UE Uniek: enklities

UPB Uniek: partikel/betreklik

UPD Uniek: partikel/deel

UPE Uniek: partikel/skakel

UPG Uniek: partikel/graad

UPI Uniek: partikel/infinitief

UPO Uniek: partikel/ontkenning

UPS Uniek: partikel/genitief

UPV Uniek: partikel/vergelyking

UPW Uniek: partikel/ww.

UXD Uniek: eksistensile daar

W Tussenwerpsel

ZE Punktuasie: sinseinde ZE Sinseinde punk.

ZM Punktuasie: sinsmiddel ZM Sinsmiddel punk.

ZPL Punktuasie: links-parentese ZPL Links-parentese

ZPR Punktuasie: regs-parentese ZPR Regs-parentese
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Appendix B

Tables of Significance

Table B.1: t-test table
df 0.10 0.05 0.025 0.01 0.005 0.001

1 3.078 6.314 12.706 31.821 63.657 318.313

2 1.886 2.920 4.303 6.965 9.925 22.327

3 1.638 2.353 3.182 4.541 5.841 10.215

4 1.533 2.132 2.776 3.747 4.604 7.173

5 1.476 2.015 2.571 3.365 4.032 5.893

6 1.440 1.943 2.447 3.143 3.707 5.208

7 1.415 1.895 2.365 2.998 3.499 4.782

8 1.397 1.860 2.306 2.896 3.355 4.499

9 1.383 1.833 2.262 2.821 3.250 4.296

10 1.372 1.812 2.228 2.764 3.169 4.143

11 1.363 1.796 2.201 2.718 3.106 4.024

12 1.356 1.782 2.179 2.681 3.055 3.929

13 1.350 1.771 2.160 2.650 3.012 3.852

14 1.345 1.761 2.145 2.624 2.977 3.787

15 1.341 1.753 2.131 2.602 2.947 3.733

16 1.337 1.746 2.120 2.583 2.921 3.686

17 1.333 1.740 2.110 2.567 2.898 3.646

18 1.330 1.734 2.101 2.552 2.878 3.610

19 1.328 1.729 2.093 2.539 2.861 3.579

20 1.325 1.725 2.086 2.528 2.845 3.552

30 1.310 1.697 2.042 2.457 2.750 3.385

40 1.303 1.684 2.021 2.423 2.704 3.307

50 1.299 1.676 2.009 2.403 2.678 3.261

60 1.296 1.671 2.000 2.390 2.660 3.232

70 1.294 1.667 1.994 2.381 2.648 3.211

80 1.292 1.664 1.990 2.374 2.639 3.195

90 1.291 1.662 1.987 2.368 2.632 3.183

100 1.290 1.660 1.984 2.364 2.626 3.174

∞ 1.282 1.645 1.960 2.326 2.576 3.090
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Table B.2: Chi-square table
df 0.995 0.99 0.975 0.95 0.90 0.10 0.05 0.025 0.01 0.005

1 – – 0.001 0.004 0.016 2.706 3.841 5.024 6.635 7.879

2 0.010 0.020 0.051 0.103 0.211 4.605 5.991 7.378 9.210 10.597

3 0.072 0.115 0.216 0.352 0.584 6.251 7.815 9.348 11.345 12.838

4 0.207 0.297 0.484 0.711 1.064 7.779 9.488 11.143 13.277 14.860

5 0.412 0.554 0.831 1.145 1.610 9.236 11.070 12.833 15.086 16.750

6 0.676 0.872 1.237 1.635 2.204 10.645 12.592 14.449 16.812 18.548

7 0.989 1.239 1.690 2.167 2.833 12.017 14.067 16.013 18.475 20.278

8 1.344 1.646 2.180 2.733 3.490 13.362 15.507 17.535 20.090 21.955

9 1.735 2.088 2.700 3.325 4.168 14.684 16.919 19.023 21.666 23.589

10 2.156 2.558 3.247 3.940 4.865 15.987 18.307 20.483 23.209 25.188

11 2.603 3.053 3.816 4.575 5.578 17.275 19.675 21.920 24.725 26.757

12 3.074 3.571 4.404 5.226 6.304 18.549 21.026 23.337 26.217 28.300

13 3.565 4.107 5.009 5.892 7.042 19.812 22.362 24.736 27.688 29.819

14 4.075 4.660 5.629 6.571 7.790 21.064 23.685 26.119 29.141 31.319

15 4.601 5.229 6.262 7.261 8.547 22.307 24.996 27.488 30.578 32.801

16 5.142 5.812 6.908 7.962 9.312 23.542 26.296 28.845 32.000 34.267

17 5.697 6.408 7.564 8.672 10.085 24.769 27.587 30.191 33.409 35.718

18 6.265 7.015 8.231 9.390 10.865 25.989 28.869 31.526 34.805 37.156

19 6.844 7.633 8.907 10.117 11.651 27.204 30.144 32.852 36.191 38.582

20 7.434 8.260 9.591 10.851 12.443 28.412 31.410 34.170 37.566 39.997

30 13.787 14.953 16.791 18.493 20.599 40.256 43.773 46.979 50.892 53.672

40 20.707 22.164 24.433 26.509 29.051 51.805 55.758 59.342 63.691 66.766

50 27.991 29.707 32.357 34.764 37.689 63.167 67.505 71.420 76.154 79.490

60 35.534 37.485 40.482 43.188 46.459 74.397 79.082 83.298 88.379 91.952

70 43.275 45.442 48.758 51.739 55.329 85.527 90.531 95.023 100.425 104.215

80 51.172 53.540 57.153 60.391 64.278 96.578 101.879 106.629 112.329 116.321

90 59.196 61.754 65.647 69.126 73.291 107.565 113.145 118.136 124.116 128.299

100 67.328 70.065 74.222 77.929 82.358 118.498 124.342 129.561 135.807 140.169
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