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Abstract. One of the fundamental assumptions of machine learning is
that learnt models are applied to data that is identically distributed to
the training data. This assumption is often not realistic: for example,
data collected from a single source at different times may not be dis-
tributed identically, due to sampling bias or changes in the environment.
We propose a new architecture called a meta-model which predicts per-
formance for unseen models. This approach is applicable when several
‘proxy’ datasets are available to train a model to be deployed on a ‘target’
test set; the architecture is used to identify which regression algorithms
should be used as well as which datasets are most useful to train for a
given target dataset. Finally, we demonstrate the strengths and weak-
nesses of the proposed meta-model by making use of artificially generated
datasets using a variation of the Friedman method 3 used to generate
artificial regression datasets, and discuss real-world applications of our
approach.

Keywords: Generalization - Meta-model- Mismatched distributions- Ro-
bustness- Machine learning- Tree-based models.

1 Background

The past decade has witnessed great successes in machine learning, in various
areas [17], including image classification [3], speech recognition [13] and recently
natural language processing [4].

This model can then be deployed, and its performance can be measured on
a test or evaluation set - the essential characteristic of Machine Learning is that
the training and evaluation sets are distinct, and the goal is to achieve good
generalization on the evaluation set.

In classical learning theory, one assumes that the training and evaluation data
are drawn from the same probability distribution [15]. However, that assump-
tion is often not realistic for practical applications. For the sake of convenience,
training data for an image recognition system may be collected in a particular
location, whereas the system may be deployed (and evaluated) more widely. A
more troubling example was recently reported for a system that predicts the
probability that people are likely to re-offend in the USA criminal justice sys-
tem: the algorithms show an implicit bias when predicting for two different ethnic
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groups, because it had been trained with biased data [16]. The current assump-
tion that is required for the analysis of machine learning models is that models
are built such that the dataset the model trains on and the set which the model
is tested against have the same statistical distribution [11]. This research wishes
to identify statistically similar, but not identical distributions, and show that
good machine learning performance can be achieved under those conditions.

Our goal is to demonstrate the meta-model’s ability to identify the presence
of a mismatch between datasets as well as identify which datasets have the
least change in distribution. This scenario is important in several applications of
pattern recognition, such as speech recognition where clean training data must
be used to recognize noisy speech, or computer vision when simulated images
are used as training for real-world recognition.

We are interested in problems where this mismatch is unavoidably significant,
namely in applications where several relevant ‘proxy’ training sets are available,
and none of these is guaranteed to match the ‘target’ evaluation set. Such tasks
are common in certain sectors of the financial industry, where several prepack-
aged databases may be available and the goal is to use one or more of those for
prediction on a new dataset. Since our simulated data are based on a regression
task from that industry, we only show results for a particular family of regression
models. However, it will become clear that the same approach can be applied to
more general tasks.

2 Related work

Generalization is the ability for machine learning algorithms to perform well
on a set of unseen samples. This ability can be enhanced by giving additional
information to sets of training data. The method frequently used to improve
invariance to change is to make use of the transformation of a dataset [7]. The
rationale behind a linear transformation is that as long as a model can adapt
to a linear transformation without a drop in performance, the model can adapt
to realistic changes and hence can generalize better. Specifically, one focuses on
determining how to compensate for a covariate shift. However, this does not
allow for a shift in the target variable or the relationships between the features
and the target variables.

In our context, it is not clear how one can ensure that the generated data
approximates the distribution of the evaluation dataset; thus, this approach will
generally bias the model to predict on the generated data.

To compensate for this, Generalized robust risk minimization (GRRM) cre-
ates an ensemble of training sets in order to have an increase in generalization
performance. GMMR is a variation of Robust risk minimization (RRM), which is
a robust variation of Empirical risk minimization (ERM) [11]. This model makes
use of aggregating ensembles of training data. Since ERM drastically degrades
when noise is introduced [11], GRRM is a method to improve the generalization
performance of models as demonstrated in its ability to adapt to noise, covariate
shifts and weak multi-labels [8].
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The most frequent method for measuring differences in distributions prior to
running them is by making use of Distance Metric Learning. Distance Metric
Learning (DML) is an important method to use as a baseline approach in many
machine learning problems. This quantifies the difference in distributions be-
tween the two datasets (‘training’ and ‘evaluation’ or ‘proxy’ and ‘target’). This
makes the algorithms adaptable to changes and identifies which datasets are dis-
tributed more closely to one another [2]. Various methods of utilizing distance
metrics have been proposed — as an example, we discuss Consistent distance
metric learning (CDML) [2].

To compensate for variation between datasets, CDML [2] makes use of dis-
tance metrics to balance the cost function of a dataset by making use of feature
importance pairs, using importance sampling methods from supervised learning
for metric learning. Two important weighting strategies were tested:

— Estimating the importance weights of data instances before calculating im-
portance weights for instance pairs.
— Estimating the importance of instance pairs directly.

This method has been shown to be effective for classification tasks on clustering
problems for real-world and artificial datasets [2].

We have reviewed several methods that have been proposed to deal with
mismatches between training and test data. Although methods of making models
more robust are useful when dealing with mismatches between datasets, they
rely on each dataset being similar to the target set, while our proposed method
focuses on measuring which datasets are the closest related to a target dataset.

3 Methodology

We now describe our approach to the mismatch problem, which employs a metal-
model. The purpose of the meta-model is to use selected features from trained
models to predict the performance of the model on an unseen dataset. This is
particularly useful since it provides insight into which datasets and regression
algorithms will perform well, without a validation set, as is required in the case
when the datasets are distributed significantly differently.

3.1 Algorithm overview

The algorithm trains a set of models using various combinations of proxy data,
target data and regression algorithms as outlined in Figure 1. For each trained
model, we measure various ‘meta-features’ and then create a meta-model which
predicts the accuracy of a particular proxy-target-algorithm combination based
on those meta-features. This meta-model can then be used to predict which
proxy and regression algorithm should be used for a given target set.
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Fig. 1. Flow diagram of process for meta-model training and evaluation.
During the training models phase, we collect the meta-data used to train the
meta-model by forming each possible test-train pair of datasets and train models for
each test-train combination. We then proceed to the process summarized in ‘Training
meta model’, where we process all the features (outlined in Subsection 3.3) of the
models trained in the ‘train models’ phase as meta-data. We use the meta-data as
features to train the meta-model to predict the mean absolute error (MAE) for a
given model. As a test set, we train each model using each other dataset and applied
it to the features of an unseen test dataset to create the ‘meta-features’. We then
compare the actual MAE to the predicted MAE of the unseen test set to evaluate the
performance of the meta-model.
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3.2 Training and using the meta-model

Training the models To collect relevant training data for the meta-model (meta-
data), we trained a variety of models and extracted the relevant information (as
described in Subsection 3.3) on the results of the training and test sets. For each
dataset, each other dataset was used as a training set to form a test-train pair.
There were six regression algorithms used to train six models for each dataset
combination specified in Subsection 3.4 ‘Input to the model’.

Training the meta-model To train the meta-model we made use of the meta-data
of models and tested the results against the target dataset. The process of train-
ing the meta-model consisted of using the meta-data as features (as described in
Subsection 3.3) and using the mean absolute error (MAE) as the target feature.
We then trained a model using the catboost regression algorithm to predict the
MAE of a model tested on an unseen dataset. To test the performance, we used
a dataset not used in the training set and predicted performance of each dataset
and each model on this unseen dataset.

3.3 Meta-model features

To create a meta-model, we measured a variety of metrics of the trained models,
related to predicted ranges, distance metrics and general information about each
of the features and then predicted the MAE for each model by using the following
classes of features:

— ‘Meta-features’ about the features used for training the underlying models:
these include the bins (outlined in the next paragraph) of each of the features
in the training and test sets, their means and standard deviations, and several
distance metrics between the pair of datasets (Kullback—Leibler divergence
[12], Kolmogorov—Smirnov test [5], Hellinger distance [6] and Wasserstein
distance [14])

— ‘Meta-features’ about the predicted target of the underlying models: bins
(outlined in the next paragraph) of the predicted values for both sets, their
means and standard deviations, and the sum of the predicted values.

Bins We created twelve bins, which is done by sorting values of a feature or
predicted target in ascending, dividing them into equal parts and then add a
value representative of the interval each value falls under. Then for each feature
and predicted target we had an equal number of entries for all the features for
both training and test set and used the boundary of each bin as features. Hence,
these features are the relevant percentiles of the features for the two sets.

3.4 Regression algorithms

Various tree-based methods (Catboost, Extra tree regressor, Gradient boosted
regressor, Light GBM, Random forest and XGBoost) were employed as regres-
sion algorithms. These tree-based regressors were chosen and parameters were

325



SACAIR 2020 Proceedings: Machine Learning Theory

chosen from literature [10] along with state-of-the-art variations of gradient
boosted trees ). Based on informal experiments, we believe that these are rea-
sonable parameter choices for each of the algorithms. Since our aim is to estimate
the ranking of these algorithms, rather than deriving a single best algorithm, it
is not necessary to obtain the very best setting for any of the parameter sets.
It is also evident that the performance of the algorithms is relatively similar as
demonstrated in table 4

4 Experiments

We investigate the performance of the proposed meta-model approach by show-
ing the results obtained on a group of artificial datasets. We generated related
datasets by using the mathematical function

1
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1
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as proposed by Friedman [1] (his method ‘3’). This method was chosen since it
was the method that generated datasets most closely resembling the real-world
data (which we cannot share due to confidentiality constraints) this method was
originally developed for. For the related datasets we wish to demonstrate how
the meta-model adapts to the following situations:

— Generating noise: We generated a uniform distribution between 0 and 1
(U(0,1)), multiplied the result with the noise factor and then added it to
step three in Subsection 4.1 of the Friedman 3 implementation. For each
dataset we added the amount of noise equal to the numeric order of the
dataset to each dataset. Here we test how robust the meta-model is to minor
changes in data.

1
Loy
T

L2X3 —

tan™! x N(0,1) x ¢ x dataset number (2)

— Scale changes: We scaled each of the features generated in step 1 to create
several unique datasets. For example, if the scale change was five and there
are five datasets, the datasets would have the following ranges for the features
[(0,0.2), (0.2,0.4), (0.4,0.6), (0.6,0.8), (0.8,1)]. Here we are primarily testing
for whether the meta-model can identify which datasets are relatively close
to each target dataset in terms of scale changes.

! The code is available on Github, under the project name meta-model.
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Data shifts: We multiplied the dataset number with data shift factor and
added the result to step three in the Friedman 3 implementation.

+ ¢ X dataset number (3)

— A combination of scale changes and data shifts: We combined the dataset
from both scale changes and data shifts, in order to study how robust the
meta-model was to combined changes.

— Model selections: We ran the model with different underlying regression algo-
rithms. This was done as a method to determine which algorithms performed
better across datasets with a scale change of 2.

— Dataset size: We tested how well the meta-model performs when the under-
lying datasets are trained on different numbers of underlying elements, to
test how many samples are required in a dataset for the meta-model to be
able to estimate performance well.

This will probe the meta-model’s ability to generalize, by demonstrating the
effects that different data alterations have on the meta-model and how the meta-
model adapts to change. This will be used as a proxy for how real-world datasets
are differently distributed and how the meta-model adapts to the changes.

4.1 Friedman 3 implementation

We generated 10,000 elements for each dataset, each element consisting of four
features =1, z2,x3 and x4 as well as a target. To generate the features we imple-
mented the following steps:

1. For each feature, we uniformly generated a value between 0 and 1. For
each dataset, we generated the features with the seed used to initialize
the random-number generator set equal to the number of the dataset (e.g.
dataset 0 generates on seed 0, dataset 1 generates on seed 1 etc.)

2. Then we applied the following transformations to each feature

— x1 = feature 1 x 100

— x9 = feature 2 x 520w + 407w
— x3 = feature 3

— x4 = feature 4 x 10+ 1

3. We finally applied the following transformation to get the target for each
element:

1
T2T3 —
1 T2y
_ k2h4 4
- (4)

target = tan—
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4.2 Metrics measured

To evaluate the performance of the trained meta-model, we made use of the
following metrics.

— Regression performance: We compared the true MAE to the predicted MAE

using the correlation coefficient. The reason we are using correlation coef-
ficient instead of a standard MAE or R? is since the modifications change
the target values, which would indicate a larger error in terms of value in
many cases, but because the emphasis of this paper is to find similarity, the
relative order is more important and the correlation coefficient is able to
measure the relative value without being influenced as much by the changes
in for example generative noise.

Ranking datasets performance: By using the MAE, we set up two lists with
the datasets ranked from the best performance to the worst performance,
using the actual and the predicted MAE. Then we used the Kendall Tau
test [9] to determine relative similarity (on a scale from -1 to 1) of the two
rankings.

4.3 Results

We now report on the results that were obtained when datasets generated accord-
ing to these protocols were processed with the algorithm described in Section
3. For each setting of the generation parameters, we measure the correlation
coefficient between the actual and predicted MAEs for each dataset-regressor
combination using Leave-one-out cross validation on each of the 11 datasets. We
also evaluate the accuracy of the meta-model in predicting the relative rankings
of the different dataset combinations, using the Kendall Tau test [9].

10 20 50 100
Correlation | Correlation | Correlation | Correlation
Metric coefficient | coefficient | coefficient | coefficient
Average 0.9827 0.9712 0.9529 0.9454
Standard deviation 0.0321 0.0466 0.0881 0.1002
Median 0.9981 0.9988 0.9983 0.9983
Metric Kendall Tau|Kendall Tau|Kendall Tau|Kendall Tau
Average 0.9515 0.9232 0.8828 0.8949
Standard deviation 0.0285 0.0797 0.1164 0.1094
Median 0.9667 0.9556 0.9111 0.9111

Table 1. Scale changes
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10 100 1000 10000
Correlation | Correlation | Correlation | Correlation
Metric coefficient | coefficient | coeflicient | coefficient
Average 0.8363 0.9261 0.9817 0.9857
Standard deviation| 0.2848 0.1678 0.0217 0.0130
Median 0.9879 0.9923 0.9934 0.9907
Metric Kendall Tau|Kendall Tau|Kendall Tau|Kendall Tau
Average 0.6929 0.8101 0.9515 0.9475
Standard deviation 0.1233 0.1688 0.0464 0.0556
Median 0.7333 0.8222 0.9556 0.9556
Table 2. Dataset sizes
0.01 0.02 0.05 0.1
Correlation | Correlation | Correlation | Correlation
Metric coefficient | coefficient | coefficient | coefficient
Average 0.4478 0.5043 0.5987 0.6082
Standard deviation 0.6096 0.5610 0.4201 0.3957
Median 0.7372 0.7081 0.8010 0.7560
Metric Kendall Tau|Kendall Tau|Kendall Tau|Kendall Tau
Average 0.3778 0.3818 0.4869 0.4626
Standard deviation| 0.5440 0.5123 0.3120 0.3428
Median 0.4667 0.5556 0.6000 0.6000
Table 3. Data shift
Catboost | Light GBM | XGBoost GBT Random forest| Extra tree |all regression algorithms
Correlation | Correlation | Correlation | Correlation | Correlation | Correlation Correlation
Metric coefficient | coefficient | coefficient | coefficient coefficient coefficient coefficient
Average 0.9863 0.9886 0.9903 0.9594 0.9874 0.9860 0.9748
Standard deviation 0.0146 0.0119 0.0067 0.0449 0.0119 0.0132 0.0202
Median 0.9930 0.9934 0.9912 0.9833 0.9938 0.9880 0.9805
Metric Kendall Tau|Kendall Tau|Kendall Tau|Kendall Tau| Kendall Tau |Kendall Tau Kendall Tau
Average 0.8909 0.8990 0.9071 0.8343 0.9394 0.9030 0.8454
Standard deviation|  0.0608 0.0565 0.0464 0.1072 0.0850 0.0623 0.0542
Median 0.8667 0.8667 0.9111 0.8222 0.9556 0.9111 0.8441

Table 4. Regression algorithm selection
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10 20 50
Correlation | Correlation | Correlation
Dataset section Metric coefficient | coefficient | coefficient

Average 0.9785 0.9752 0.9695
Scale changes |Standard deviation| 0.0191 0.0203 0.0395
Median 0.9862 0.9829 0.9831

Kendall Tau|Kendall Tau|Kendall Tau
Average 0.8459 0.8286 0.8277
Scale changes |Standard deviation| 0.0385 0.0664 0.0962
Median 0.8381 0.8476 0.8476

changes

Table 5. Combining data shifts and scale changes to measure the effects on scale

10 20 50
Correlation | Correlation | Correlation
Dataset section Metric coefficient | coefficient | coefficient

Average 0.7416 0.7054 0.7621
Data shifts |Standard deviation 0.2924 0.4539 0.3241
Median 0.8873 0.9094 0.8869

Kendall Tau|Kendall Tau|Kendall Tau
Average 0.5749 0.5697 0.5905
Data shifts [Standard deviation 0.0621 0.1166 0.0853
Median 0.5810 0.6381 0.6000

Table 6. Combining data shifts and scale changes to measure the effects on data shifts

0 0.01 0.02 0.05 0.1
Correlation | Correlation | Correlation | Correlation | Correlation
Metric coefficient | coefficient | coefficient | coefficient | coefficient
Average 0.9853 0.9855 0.9798 0.9616 0.9663
Standard deviation 0.0143 0.0152 0.0218 0.0454 0.0357
Median 0.9926 0.9921 0.9912 0.9819 0.9845
Metric Kendall Tau|Kendall Tau|Kendall Tau|Kendall Tau|Kendall Tau
Average 0.9273 0.9232 0.9192 0.8949 0.8505
Standard deviation 0.0637 0.0491 0.0623 0.0802 0.0999
Median 0.9111 0.9111 0.9111 0.9111 0.8667

Table 7. Additive noise
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Processing Elements|10 datasets|20 datasets|30 datasets|50 datasets
Single core processing| 100 51.19 195.98 436.93 1,211.22
1,000 92.88 367.83 788.92 2,152.32

10,000 721.62 2,759.05 | 5,550.93 | 15,369.38
Multicore processing 100 8.98 28.65 63.04 174.33
1,000 12.54 48.22 102.56 279.13
10,000 86.44 316.97 690.90 1,898.71

Table 8. Computation

5 Discussion

The following findings were obtained from the experiments discussed in Section
4 outlined in tables 1- 8.

The meta-model is able to adapt to differences in scale changes, and larger-
scale changes result in less accurate meta-model predictions. This is to be ex-
pected since the model is unable to reproduce the relationship completely; the
greater the difference in the scale, the more significant the inability to reproduce
the relationship is as shown in Table 1.

From Table 2 it is evident that the meta-model’s performance is the inverse of
the scale changes in Table 1 i.e. greater numbers of samples in the datasets result
in better predictions of the MAE. The meta-model improves logarithmically with
a greater number of elements in a dataset: for this task, we need at least 1,000
samples to achieve a correlation coefficient of better than 0.95.

By implementing data shifts and breaking the relationship between the fea-
tures and targets in Table 3, the prediction performance of the meta-model is
reduced significantly. As the data shift increases, the model is able to predict
relative MAEs more accurately: although in absolute terms the MAE becomes
worse as the data shift increases, the correlation coefficient increases since the
meta-model responds more accurately to larger changes.

Table 4 shows the effect when the meta-model is trained on models with dif-
ferent underlying regression algorithms. We specifically looked at the regression
algorithms [Catboost, Light GBM, XGBoost, gradient boosted tree, random for-
est, Extra tree regressor] with hyperparameters as mentioned in Subsection 3.4.
In general, the majority of regression algorithms perform similarly, the only two
noticeable exceptions are gradient boosted trees, which has a lower correlation
coefficient as well as a lower Kendall Tau ranking, and the random forest algo-
rithm is able to rank the models (using Kendall Tau) 0.03 better than models
trained with any other regression algorithm.

Table 5 We combined scale changes with data shifts (a standard 0.01 data
shift) to test how well the meta-model adapts to different types of changes in
different datasets. For scale changes combining the results with the data shifts
did hurt the Kendall Tau ranking by around 0.1 for each correlation. However,
the correlation coefficient was less sensitive to scale changes in comparison to
the results obtained for only using scale changes in Table 1. Since the dataset
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now combines both scale changes and data shifts, the overall effect is somewhere
intermediate to the effects of each of the separate modifications.

Table 6 For the data shifts when combining scale changes with data shifts (a
standard 0.01 data shift), the meta-models did perform better in comparison to
Table 3, where the correlation coefficient improved by around 0.3 and the Kendall
Tau ranking improved by 0.2. This is probably due to the dataset containing the
scale changes, which are datasets the meta-model could predict more successfully.

When comparing the effect of additive noise on a meta-model in Table 7,
we again found the expected behaviour: since the noise breaks the correlation
between features and targets, more accurate prediction is achieved at lower noise
levels.

We demonstrate the computational requirements of the meta-model, by doc-
umenting the architecture’s performance in Table 8, we used a Ryzen 2600X
CPU (containing 6 CPU cores with 12 threads) and the time was measured
in seconds. In general, the computational performance followed two trends, the
first is that the process benefits greatly with the number of cores and that the
computational performance scales with the number of cores. The second is that
the computational performance between dataset sizes can be described using the
formula below

Datasetss 2
Modely = Modely | ————— 5
oder oden (Dataset51> ®)
Where:
Model = The computation required to run the meta-model

Datasets = The number of dataset used to train the meta-model

6 Conclusion

The meta-model has proven to be valuable in both providing an ordered ranking
of the datasets and predicting how accurate each model would be for a given test
dataset. For scale changes, we compared different levels of scale changes and the
greater the level of scale change the worse the model performs. The meta-model
can perform well with underlying models that are trained on very few elements;
however, the performance of the meta-model improves with more elements in
the underlying datasets. Creating a data shift does hurt model performance
significantly; however, the level of change did not significantly affect the meta-
model’s performance. The meta-model’s performance did not differ significantly
when trained with different underlying regression algorithms, the only notable
exception being gradient boosted trees. When applying scale changes with data
shifts, the additional models harm the performance of the scale changes by a
greater degree than the maximum scale change, and the data shifts perform
better by a significant amount. Adding generated noise does harm the model’s
ability to predict, although it is able to compensate for the change for relatively
small amounts of noise.
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This method was originally adapted from a real world application on real
world data (the nature of which can not be disclosed because of commercial
confidentiality), and the datasets generated reflect the size and number of fea-
tures in the real-world data. An interesting direction for future work would be
to investigate combinations of datasets for training: we currently only predict
the performance for each individual ‘proxy’ set, but optimal performance may
well require combining several sets. Computing a meta-model prediction for each
combination of sets is computationally prohibitive, so a more insightful approach
is required.

In terms of deploying the system in practice, the architecture provides a
summary of the predicted MAE’s for each model and dataset for a given test
set. From this, a user can select from a few models and use the predicted MAE as
a proxy for the model’s accuracy. This allows a user to set up a range of probable
values for a given dataset along with a method to quantify the probability of
each outcome.
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