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We discuss the no-free-lunch NFL theorem for supervised learning as
a logical paradox—that is, as a counterintuitive result that is correctly
proven from apparently incontestable assumptions. We show that the
uniform prior that is used in the proof of the theorem has a number
of unpalatable consequences besides the NFL theorem, and propose a
simple definition of determination (by a learning set of given size) that
casts additional suspicion on the utility of this assumption for the prior.
Whereas others have suggested that the assumptions of the NFL theorem
are not practically realistic, we show these assumptions to be at odds with
supervised learning in principle. This analysis suggests a route toward
the establishment of a more realistic prior probability for use in the
extended Bayesian framework.

1 Background

In a series of papers, Wolpert introduced a novel analysis of inductive
learning, the extended Bayesian framework (EBF), and derived an unex-
pected conclusion on the performance of supervised learning algorithms:
that learning can succeed only if the learning algorithm happens to make
the correct assumption about the target universe.1 That is, “unless one can
establish a priori, before seeing any of the data d , that the [function] f that
generated d is one of the ones for which one’s favourite algorithm performs
better than other algorithms, one has no assurances that that algorithm per-
forms any better than the algorithm of purely random guessing” (Wolpert,
2006, pp. 4–5). This conclusion, which is given a precise mathematical for-
mulation, is known as the ‘no-free-lunch’ (NFL) theorem.

For many researchers, the NFL theorem runs counter to the intuition
that successful inductive algorithms are able to extract regularities from
data without the need for such prior knowledge. Consequently, a number

1There is a related theorem that applies to search algorithms (Wolpert & Macready,
1997), which has produced a substantial body of literature. However, our comments are
restricted to supervised learning, since our analysis does not have direct bearing on search
problems.
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of studies have been aimed at exposing flaws in NFL (Roos, Grünwald,
Myllymäki, & Tirri, 2005), whereas others have tried to analyze its meaning
by investigating its relationship with apparently contradictory cases such
as cross-validation (Zhu & Rohwer, 1996; Goutte, 1997) and noise predic-
tion (Magdon-Ismail, 2000). Some additional implications of the NFL are
worked out in Vilalta and Drissi (2002) and Duda, Hart, and Stork (2001).
No generally accepted consensus has emerged from these studies, and it is
fair to say that NFL remains a major foundational issue for the entire project
of inductive learning.

We view NFL as a challenging logical paradox, where a number of appar-
ently reasonable assumptions together produce a startling conclusion. And
as is often the case with deep paradoxes (Wallace, 2004), a careful analysis
of this process produces its own set of insights.

Below, we briefly review the EBF and the assumptions required for the
proof of the NFL theorem, before showing how its key assumption pro-
duces a number of other counterintuitive results. We then propose a simple
definition of determination, which allows us to further pin down the source
of the paradoxical conclusion. Finally, we suggest some additional conclu-
sions that arise from this analysis.

2 Implications of the NFL Prior

The EBF as defined in Wolpert (1996) extends conventional probability the-
ory by treating the hypothesis that is output by a learning algorithm as a
random variable h. In addition to the probabilistic relationships between the
training data d and the function f that represents the input-output relation-
ships, one is led to also consider such relationships between h and d , and the
generalization error is expressed precisely by conditioning the off-training
set error on all three of these variables (h, f, and d). To make practical
progress, one generally assumes that the distributions of the hypothesized
and underlying functions (h and f , respectively) are independent given
the data d ; this allows the expected error rate given a training set to be ex-
pressed as a non-Euclidean inner product between the distributions of these
functions, conditioned on the data. NFL then follows straightforwardly by
choosing a particular (uniform) prior for the functions f . (The original pa-
pers on NFL also contain an alternative perspective to NFL that does not
rely on the adoption of this prior. See Wolpert, 1996. We return to this issue
in section 4.)

The manner in which the EBF leads to NFL can be grasped straightfor-
wardly by considering a deterministic two-class classification task defined
over n binary variables xi . There are 2n combinations of these variables,
and therefore 2ˆ2n deterministic functions that can be defined by making
all possible assignments of classes to these combinations. Wolpert suggests
that each of these functions should be given the same prior probability in
the absence of further information.
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In this context, an inductive learning algorithm is a function that takes
a subset of k training samples (i.e., combinations of variables along with
their classification) and produces hypotheses for the classification of the
remaining 2n − k variable combinations. Now consider the behavior of two
different learning algorithms c1 and c2, and the prediction that they make
for an unseen (test) sample x. For each possible target function in which
c1 outperforms c2,there is a corresponding target function for which the
converse is true. Hence, since all target functions have the same prior prob-
ability, the expected values for the accuracies of the two classification algo-
rithms are exactly equal. Since this is true for any x, one is led to conclude
that any two such learning algorithms are equivalent if one does not make
additional assumptions about the distribution of the target functions, which
is the NFL theorem.

Although the “uninformative” prior that forms the basis of this proof
seems quite innocuous, it has a number of other counterintuitive prop-
erties. (Of course, these properties can also be derived from the NFL
theorem, which is itself a consequence of the same prior.) Consider,
for example, the following questions about data sets drawn from this
prior:

r What is the likelihood that a nearest-neighbor classifier will be more than, say,
60% accurate (on a test set that excludes the training data)? Since the prior
assigns equal likelihoods to both outcomes for each training sample
and treats all outcomes as independent events, the accuracies are dis-
tributed according to a (scaled) binomial distribution with parameter
p = 0.5. For a large enough number N of test samples, this distribu-
tion can be approximated by a gaussian distribution with mean 0.5
and variance 1/(4N). Therefore, the likelihood of exceeding a fixed
accuracy (greater than 50%) decreases exponentially with the number
of test samples employed. For any realistic number of test samples,
the likelihood is zero for all practical purposes.

r What is the impact of transposing two variables xi and x j between the training
and testing processes? That is, if our training vectors are of the form (. . . ,
xi , x j , . . . ), what happens if we test with (. . . , x j , xi , . . . ) instead?
Again, because all outcomes are equally likely, we find that such a
transposition has no impact on the expectation value of the accuracy
of an arbitrary classifier. (The relevance of variable permutations to
NFL results was first described in the context of search problems by
Whitley, 2000. Here, as in Whitley, such permutations are used to
generate different problem instances. However, for search problems,
the notion of a separate test set does not exist; hence, this analysis
cannot be mapped directly onto that of Whitley.)

To put these results into perspective, it is useful to relate them to the in-
fluence of the conventional Bayesian prior on expectation values computed
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with respect to f. In conventional Bayesian estimation, it is well known (see,
e.g., chapter 3 of Duda et al., 2001) that expectation values after data have
been observed can often be expressed as a weighted sum of the sample ex-
pectation value and the expectation value of the prior. Since the weighting
factors depend on the statistical properties of the prior, an inappropriate
choice of prior may dominate the observed characteristics of the data. The
uniform prior over f is seen to dominate properties such as those given
above in analogous fashion.

The properties described above, and various others that can be derived
in similar fashion, suggest that the uniform assumption for the prior prob-
ability is actually much less benign than initial intuition would have us
believe. Another reason to doubt intuition in this regard follows from the
observation that the uniform prior is not invariant with respect to reparam-
eterization of the data. Thus, if the data are reparameterized, expectation
values resulting from the uniform prior will generally differ from those
obtained with the original parameterization, indicating that the intuitive
universality of the uniform prior to express the absence of prior knowl-
edge is illusory. In fact, the extreme symmetry that the prior imposes on
all variables—that any group of variables can be permuted with any other
group of variables on an arbitrary training or test sample without affect-
ing any likelihoods, and that the value of any binary variable can simi-
larly be inverted with impunity—entirely destroys the concept of identity
for any variable. We make this notion somewhat more precise in the next
section.

3 A Definition of Determination

Since highly counterintuitive properties result for data sets drawn from
the NFL prior (i.e., the uniform prior as employed in the NFL theorem),
it makes sense to think about ways to characterize such functional priors
in general. A characterization of this nature should be at a fairly abstract
level: aspects such as first- and second-order statistics and linear separa-
bility are implicitly tied to specific assumptions about the data-generation
process, and here we aim at a characterization that is not tied to such as-
sumptions. For our current purposes, we propose to focus on an abstract
notion of the determination of a prior within the EBF by a given number
of samples. (Note that this is quite different from the more intuitive notion
of the learnability of an individual function—see Valiant, 1984—which is
rigorously characterized in terms of the Vapnik-Chervonenkis dimension.
Blumer, Ehrenfeucht, Haussler & Warmuth, 1989.)

Let us define the determination, from k samples, of a prior distribution as
the fraction of the remaining 2n − k variable combinations that are expected
to be classified correctly by the optimal classification algorithm (where
optimality is defined by minimization of the expected error rate when
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target functions are weighted according to the given prior).2 In this binary,
deterministic universe with known functional priors, the algorithm with the
smallest expected error rate is easily derived. To classify a sample x based on
k given training samples, one finds all functions f that are compatible with
the training samples and adds the prior probabilities of the functions that
predict the respective classes. (If no such compatible functions are found
in the set allowed by the prior, it is inconsistent with the data. We do not
consider that case here.) Suitably normalized, these sums equal the posterior
probabilities of the various classes; the optimal classifier selects the class
with higher posterior. The expected accuracy of the classifier given x equals
this posterior probability, and by taking an average over all permutations
of training and testing samples, one arrives at a well-defined accuracy for
a given prior.3

This definition behaves as expected for a number of simple cases. For
example, if the prior gives equal probability to both the constant functions
of a two-class problem (i.e., all samples are assigned to one class or the other)
and zero probability to all others, the determination is 0.5 for k = 0 and 1
for all other values of k. This is the simplest learning task in our domain.
Similarly, if all separable functions (i.e., functions that can be written as a
product of functions of single variables) are given equal prior probability
and all other functions zero prior probability, the determination increases
monotonically from p0 (the prior probability of the more likely class) for
k = 0 to 1 for k = 2n, as shown in the appendix.

Now we can ask about the determination of the NFL prior. Since all
combinations of values occur with equal likelihood in that prior, we see
that the determination is 0.5 for all values of k from 0 to 2n−1. Thus, the
NFL prior is an extremely indeterminate choice. No other choice of prior will
share in this extreme behavior, since the entropy of the possible test sets will
in general be reduced (to a greater or lesser extent) by the values observed
for the k training samples. The behavior of the NFL prior is contrasted with
the two cases of the previous paragraph in Figure 1.

4 Conclusion

We have seen that the paradoxical conclusions of NFL result from the highly
irregular (though symmetrical) characteristics of the uninformative prior

2This definition employs the off-training set (OTS) error, as favored by Wolpert, though
one could (with some sacrifice in simplicity) use the independent and identically dis-
tributed error that is preferred in other formalisms.

3We implicitly assume that all combinations of variables are equally likely—that is,
when the k samples are drawn randomly, this drawing is done with uniform probability.
This definition is the simplest choice within the EBF, though a more practical treatment
would have to consider other distributions of sample likelihoods.
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Figure 1: The solid lines represent the determination curves of three different
functional priors (equal probability for the two constant functions, equal proba-
bility for all separable functions, and the NFL prior) for six-dimensional binary
data. The curve for the separable functions is computed using the approxima-
tion in the appendix, and the points labeled “Sep: sampled” are obtained by
random sampling of separable functions. (The higher accuracy of the separable
prior (compared to the other priors) in the absence of training data results from
the asymmetry of the two binary values in separable functions: if any factor is
0, the product necessarily equals 0 as well. Hence, the separable functions are
biased to 0, whereas the other priors are not. In the appendix, the extent of this
bias is shown to agree with the determination values when the training fraction
is 0.) Note that the NFL prior is the mirror image of the constant functions, and
therefore indeterminate in the extreme.

employed in its proof. These characteristics reveal themselves as an ex-
treme indetermination of the NFL prior and can be seen as a result of the
“destruction of identity” implicit in that prior: regardless of the amount of
training data available, any variable can be interchanged with any other
variable without affecting any of the likelihoods in the model. The issue
is not that this prior does not apply to any particular class of classification
problems (which was already pointed out, for example, in Roos et al. (2005).
Rather, we see that the NFL prior in principle eliminates the possibility
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of learning; it is therefore not a suitable model to express the absence of
knowledge.

The perspective that “the [NFL] Theorem also justifies a scepticism about
studies that purport to demonstrate the overall superiority of a particular
learning or recognition algorithm” (Duda et al., 2001, sec. 9.2.1) conflicts
with practical activities within statistical pattern recognition. “Overall su-
periority” of, say, a support vector machine over random guessing is not
a matter of doubt for practitioners of pattern recognition. Our analysis re-
solves this conflict in favor of common practice: problems in pattern recog-
nition are not governed by anything like the NFL prior, implying that we
are not unjustified in expecting, for example, superior performance of a
support vector machine compared to a linear classifier even if we have no
prior knowledge of the problem at hand.

As mentioned in section 2, the original work on NFL treated the uni-
form prior P( f ) as a tool for calculating expectation values that reflect
the intuition of ignorance. That work also offers the perspective that this
intuition could be captured in other ways—for example, by uniformly av-
eraging over choices for P( f ). Although we suspect that arguments similar
to those offered here will apply to that perspective as well, it is important
to note that our discussion has been focused on the specific assumption
for P( f ).

Our work raises two interesting topics for further exploration. From a
theoretical perspective, it would be interesting to understand the hierar-
chy of priors that are to various degrees uninformative. As the different
variables become increasingly distinctive (i.e., the symmetry of the prior
under interchange of the values of the variables is reduced), one expects
determination to increase. It may, for example, be useful to derive the most
uninformative prior assignments corresponding to different determination
curves (as a function of k). This may be the most suitable choice of prior
to employ for a given level of determination. In the complete absence of
information, an alternative to the NFL-style uniform prior would then be a
prior that gives equal weight (under an appropriate metric) to all determi-
nation curves. However, the development of the analytical tools to support
such a calculation is a significant challenge. In any case, it would be inter-
esting to explore the constraints on reasonable priors that follow from this
perspective.

Practically, however, it seems as if a systematic study of the relationship
between these function priors in the EBF, and the performance of different
classifiers may cast useful light on the poorly understood issue of how clas-
sifier generalization depends on the specific characteristics of different data
sets (VanDerWalt & Barnard, 2007). In contrast to the theoretical approach
discussed in the previous paragraph, one could make use of the properties
of realworld data-generation processes to guide this analysis. One would
also need to pay attention to factors such as the probabilities or probability
densities of the different variable combinations, as mentioned in note 3.
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The EBF is a powerful tool for the analysis of inductive learning, and the
arguments presented here do not conflict with the inner product expres-
sion for the off-training-set error, which is a central result of that formalism
(see section 2). Instead, they call for reconsideration of the intuitive choice
of prior to be used in the absence of problem-specific information. (This
situation bears some similarity to De Méré’s paradox of probability theory,
in which an assignment of uniform probabilities that was once thought to
be intuitive gives incorrect answers. Ore, 1960.) We believe that all of the
interest generated around the most controversial offshoot of the EBF has
obscured some of its value and hope that considerations such as those de-
scribed above will encourage renewed use of this framework in the analysis
of supervised learning algorithms.

Appendix: Determination for Separable Functions

The (fully) separable binary functions in n dimensions can be written as

f (x1, x2, . . . xn) = f1(x1)x f2(x2)x . . . fn(xn),

where fi (xi ) can be any binary function of the binary variable xi . There
are four such one-dimensional functions: f (x) = 0, f (x) = 1, f (x) = x, and
f (x) = ¬x (the negation of x). The first of these is degenerate, since it forces
the product function to equal the constant 0, but the other three choices can
be used in arbitrary combinations. Thus, there are 3n + 1 separable binary
functions in n binary dimensions.

For the example in the main text, we want to compute the determina-
tion if each of these functions is given equal prior probability. To this end,
consider a pair of functions fi and f j that are in agreement on ai j of the
N(= 2n) combinations of input variables. The probability that such a pair
will agree on k randomly drawn training samples is

pmatch(i j) = ai j/N × (ai j−1)/(N − 1)x, . . . x, (ai j−k + 1)/(N − k + 1),

and the accuracy that results if one of the pair is substituted for the other
on the test set is

ptest(i j) = (ai j − k)/(N − k).

We analyze a training algorithm that chooses each class with probabil-
ity equal to the posterior probability of that class given the training data.
(This is a somewhat inferior version of the optimal algorithm described in
the main text, equivalent to replacing Bayes rule with the rule that each
class is chosen with probability equal to its posterior probability.) Thus, the
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expected accuracy for a given target function is a weighted sum of the ptest

values, with the weighting factor being proportional to pmatch ,
that is,

<accuracy| fi>=
(

∑

pmatch(i j) × ptest(i j)
)

/

(

∑

pmatch(i j)
)

,

where both sums range over all possible values of f j . Since all functions fi

occur with equal probability, the overall expectation value of the accuracy
is the average of these conditional accuracies:

<accuracy>=
∑

<accuracy| fi > /(3n + 1).

We therefore have to compute the distribution of the pairwise agree-
ment counts, ai j . This is accomplished by mathematical induction over
the number of nonconstant functions included in the product f1(x1) ×

f2(x2)×, . . . , fn(xn), using the algorithm described below.
The inductive procedure employs a target function f1 and an estimated

function f2. The number of zeros and ones in each function are n0(i) and
n1(i), respectively, and the number of input combinations on which they
take on the values f1 = A, f2 = B are denoted by mAB (A and B can inde-
pendently be 0 or 1). Thus, the number of agreements between f1 and f2 is
a = m11 + m00. We show how this information can be employed to calculate
the number of agreements, a ′, when f1 is replaced with a function f ′

1 which
has a nontrivial dependency on one additional variable: f ′

1 = f1 × xr or
f ′
1 = f1 × ¬xr , with xr a variable that does not occur in the expression for f1.

Initialization: If f1 = f2 = 1, n0(1) = n0(2) = 0 and n1(1) = n1(2) = a =

N.

Inductive step for f2: We start with f1 = 1, and let f ′
2 = f2 × yr where

yr can be either xr or ¬xr . Thus, n1′(2) = a ′ = n1(2)/2 (since the yr factor
will cause f ′

2 to 0 in half of the cases where f2 was active) and n0′(2) =

n0(2) + n1(2)/2.

Inductive step for f1: Given f2 and f ′
1 = f1 × yr , n1′(1) = n1(1)/2 and

n0′(1) = n0(1) + n1(1)/2, by the same logic as above. To compute a ′, we
need to consider three cases:

r If f2 is independent of xr the additional zeros caused by the yr factor
will occur in combination with equal numbers of cases where f1 = 1
and f1 = 0. Thus, m11′ = m11/2, m01′ = m01 + m11/2, m10′ = m10/2,
and m00′ = m00 + m10/2

r If the xr dependency of f2 is the same as that of xr the additional
zeros will correspond with zeros of f1 so that m11′ = m11, m01′ =

m01, m10′ = m10 − n1(1)/2, and m00′ = m00 + n1(1)/2.
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r If the xr dependency of f2 is the opposite of that of yr , all cases where
both functions were 1 will be replaced by the combination ( f1, f2) =

(0, 1); the remaining zeros introduced into f1 will therefore correspond
to the combination ( f1, f2) = (0, 0), so that m11′ = 0, m01′ = m01 +

m11, m10′ = m10 − (m10 − m11)/2, and m00′ = m00 + (m10 − m11)/2.

These ingredients allow us to compute all the ai j values recursively.
Starting with f1 = f2 = 1, we adduce all possible values for yr to f2, up-
dating the values of nA(2) and a as described in the inductive step for
f2. For each such f2, we start with f1 = 1, and recursively compute a
for all the possible values of f1 using the logic in the inductive step for
f1. The resulting (lower bound on the) determination curve is shown
in Figure 1, along with a number of experimentally computed values.
These values were obtained by repeatedly carrying out the following
steps:

r Choose an arbitrary target function.

r Draw k training samples from this target.

r Select all separable functions that are compatible with these random
samples.

r Compare the majority vote of these selected functions with the target
function on a randomly drawn test sample outside the training set.

As expected, the actual determination values exceed our lower bound ev-
erywhere, and the two curves have similar trends.

For the particular case where no training data are available, the optimal
choice is always to guess the most likely function value. Now, a separa-
ble function with k active variables (i.e., with fi (xi ) = xi or fi (xi ) = ¬xi )
will be 1 if and only if these k variables take on the appropriate binary
value—thus, in 2n-k of the N combinations of the input variables. By
counting the number of functions with k active variables, and weighting
each with the relative likelihood of a 1 occurring, we find that the over-
all likelihood of a 1 for these separable functions is given by 2n/(3n + 1).
Hence, the optimal algorithm in the absence of any data will guess 0
for any input; its accuracy (and thus the determination for no training
data) is 1 − [2n/(3n + 1)], which is approximately 0.91 for n = 6. The ap-
proximation in this appendix guesses 0 in 0.91 of the cases and there-
fore has an accuracy of 0.912, or approximately 0.83. These values agree
with the determination values for a training fraction of 0 as shown in
Figure 1.
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