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Abstract—A novel approach to the analysis of feature spaces in
statistical pattern recognition is described. This approach starts
with linear dimensionality reduction, followed by the computation
of selected sections through and projections of feature space. A
number of representative feature spaces are analysed in this way;
we find linear reduction to be surprisingly successful, and in the
real-world data sets we have examined, typical classes of objects
are only moderately complicated.

I. M OTIVATION AND APPROACH

The standard approach to statistical pattern recognition is
based on a set of features, which are selected to be descriptive
of the objects of interest. In most domains –including speech
processing, natural language processing, image recognition
and bioinformatics – the dimensionalities of practically useful
feature spaces are quite high, thus precluding a straightforward
visualization of the geometry of data in feature space. An
understanding of this geometry is nevertheless quite important,
since geometry-related intuitions often serve to guide thede-
velopment of algorithms for pattern recognition. For example,
many of the approaches labelled as “non-linear dimensionality
reduction” [1] build on the intuition that data samples in
feature space cluster around smoothly curving manifolds of
relatively low dimension. Similarly, the k-means initialization
for Gaussian Mixture Modelling works from the assumption
that the data sets to be modelled consist of a number of clearly
separated components.

Despite the influence of these intuitions on algorithm de-
sign, relatively little progress has been made in establishing
their validity. The most widely-used tools for feature-space
analysis generally utilize projections onto one-, two- or three-
dimensional subspaces [2]. The limitations of such a projected
view of a high-dimensional object are widely understood:
in particular, intricate details that depend on correlations in
several dimensions are easily washed out in this way.

A number of heuristic approaches that attempt to “track”
manifolds in high-dimensional spaces have therefore been
developed. The CURLER algorithm [3], for example, uses an
EM algorithm to find “microclusters” in feature space, and
then orders overlapping microclusters, taking into account both
the number of samples common to pairs of microclusters as
well as the relative orientations of such clusters. Although
this method produces satisfying perspectives on a number of
artificial problems, it does not give much additional insight
into the real-world data sets studied.

Approaches of greater mathematical rigour have been pro-
posed by a number of authors (see, for example, [4]). These
authors examine the topologies of data sets as revealed by

samples from those sets. A number of striking successes have
been achieved in this way – for example, the topology of the
feature space consisting of the intensities of image patches has
been described convincingly[5]. However, for the purposesof
pattern recognition, we need more details than are available in
a topological description. Consider, for example, the objects in
Fig. 1, which are all topologically equivalent but call for vastly
different parametrizations of their respective density functions.

Fig. 1. Three examples of topologically equivalent densityfunctions.

We propose a significantly different approach, designed
specifically to obtain broad intuitive insights into the geometry
of a feature space. In particular, we present a sequence of
steps that enable us to distinguish between cases analogousto
those shown in Fig. 1, but for high-dimensional spaces. The
core ideas are (a) to use a detailed non-parametric method
such as Kernel Density Estimation to obtain a mathematical
description of a given feature space and then (b) to compare
low-dimensional sections (slices) through that feature space
with projections onto those same dimensions in order to detect
the presence and general geometry of structures in that math-
ematical description. To enhance this process of visualization,
we first rotate feature space so that the coordinate axes align
with the most significant principal components – a process
we discuss in more detail below in Section III (after briefly
describing the data sets used in our experiments). Thereafter
(Section IV) we give some more details on the process we



follow, and present a number of analyses of artificial and real
data sets that have been performed using this process. Section
V contains concluding remarks and some speculation on future
extensions of this work.

II. DATA SETS

The experimental investigations below employ three real-
world data sets, each of which has been studied extensively
in other publications, as well as one artificial data set thatwe
have developed specifically in order to evaluate different tools
in multivariate feature spaces.

• The “TIMIT” data set[6] is widely used in speech pro-
cessing; the particular task we investigate is context-
independent phoneme recognition using mel-frequency
ceptral coefficients. In our parametrization, there are13
features and41 separate classes.

• Another problem from speech processing studied below
is the classification of a speaker’s age and gender from
a number of features that have been selected specifically
for that purpose[7]; we employ18 features, and there are
7 classes.

• In the image-processing domain, we investigate the “Ve-
hicle Silhouettes (VS)” [8] task from the UCI repository.
In this data set, each of7 classes is described using18
features designed to capture various geometric aspects of
three-dimensional objects in a two-dimensional image.

• Finally, we have created a synthetic data set that we call
“Simplex”. Each of8 classes consists of a combination
of simplicial complexes of variable dimension, embedded
in a 15-dimensional feature space. These complexes are
convolved with normally-distributed perturbations, with
the variance of the perturbation typically much smaller
than the extent of the simplicial structures.

III. L INEAR DIMENSIONALITY REDUCTION

The capabilities of Principal Component Analysis (PCA)
for the analysis of multivariate data are widely appreciated
[2]. In particular, PCA allows us to project the data onto a
set of dimensions, linearly related to the original variables,
that minimize the variance orthogonal to the projection. The
linearity of this transformation is certainly a limitation, and
much research has been devoted to overcoming this limitation.
However, for our purposes the robustness, intuitive simplicity
and data-independence of PCA are crucial, and we therefore
limit our attention to this well-understood preprocessingstep.
Doing so for real pattern-recognition problems raises two
questions: is a single transformation across all classes ina
feature space sufficient, or should different transformations
be performed for the different classes. Also, how successful
is a projection into a space of relatively low dimension in
accounting for the variance of the full feature space? We turn
to these two issues below.

Note that PCA is not a scale-independent process: differ-
ential scaling of the input dimensions leads to changes in
the directions and weightings (eigenvalues) of the principal
components. We therefore always normalize input features

so that each individual dimension has zero mean and unit
variance.

A. Class-specific or class-independent PCA?

The need for class-dependent PCA depends on the extent to
which the various classes have distinct variabilities in feature
space. Since this is not a matter that is easily settled on
theoretical grounds, we investigate it empirically using the
following protocol, for each of our real-world data sets:

• Firstly, we compute the principal components of the
combined data set:zGi is the i’th vector of principal
component coefficients (eigenvector) andλGi is the cor-
responding eigenvalue. These components are ordered
in order of decreasing eigenvalue. Hence,λG1 is the
variance along the directionzG1, which is the largest
variance along any linear projection of the feature space.

• We also compute the eigenvectors of the (weighted)
average covariance matrix over all classes, that is the
eigenvectors of(

∑
c
ncΣc)/N , whereΣc is the covari-

ance matrix of classc, nc the number of samples in that
class,N the total number of samples andc ranges over
all classes. These eigenvectors are labelled aszGV i.

• For each classc, we then calculate its individual eigen-
vectors and eigenvalues –zci andλci, respectively.

• Finally, we project the class-specific data along the global
eigenvectorszGi and zGV i, and measure the resulting
variancesVGci andVGV ci, respectively. If the covariance
structure is global in the sense ofzGi or zGV i, the
corresponding variances should be approximately equally
concentrated (i.e. dominated by the largest eigenvalues)
as is the case with the class-specific eigenvalues.

In Fig. 2 we show the Pareto graphs of our four data sets
for these three ways of computing the principal components.
From the definition of principal components, it can easily be
seen that the class-specific compression should be highest,
which is indeed observed in every case. However, the relative
performances of the two global methods are quite variable: for
the “Simplex” and “Vehicle” tasks, both global methods are
substantially inferior to the class-specific methods, whereas all
three methods are almost equally successful for the “Age” task,
and “TIMIT” lies somewhere between these two extremes. In
all cases, the two methods of computing the global covariance
produce quite similar compressions.

Since class-specific PCA is significantly superior in certain
cases, and there is nodisadvantageto using this form of
PCA for data analysis, we have used this approach for all
the analyses below.

B. How compressible are real feature spaces with PCA?

Since PCA is a linear transformation, and real-world pro-
cesses are likely to contain significant non-linear components,
PCA is unlikely to be a “perfect” algorithm for dimensionality
reduction. (This argument motivates many of the developments
in non-linear dimensionality reduction.) The question, then, is
how successfully PCA operates for practical feature spaces.
Some intuition on this matter can be gained from inspection
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Fig. 2. Cumulative fraction of variance explained by subspaces of increasing
dimensionality for four data sets, using three different methods to compute
the Principal Components.

of Fig. 2: in three of the four cases, the first five class-
specific eigenvectors explain more than80% of the variance
of the data (the exception being the “TIMIT” set, where seven
eigenvectors are required to reach that level). Alternatively, let
us (somewhat arbitrarily) define a “negligible” dimension as
one which contains less than half the variance that would be
expected if all dimensions had contributed equally. (Recall that
all dimensions were normalized to the same variance before
PCA.) According to that definition, the average numbers of
negligible dimensions (across all classes) are listed in Table
I; as in the previous representation, we see that PCA is
quite successful in compressing the feature spaces other than
“TIMIT”.

Simplex TIMIT Age Vehicle
Percentage 54.2 23.3 60.8 48.6

TABLE I
THE PERCENTAGE OF“ NEGLIGIBLE” DIMENSIONS AFTER CLASS-SPECIFIC

PCA FOR FOUR TASKS, AVERAGED OVER ALL CLASSES.

In three of our experimental tasks, we find that PCA is quite
successful towards the goal of dimensionality reduction; again,
we use it in all our experiments below.

IV. EXPERIMENTAL RESULTS

As discussed in Section I, our investigation of the nature of
feature space is based on a comparison of variousprojections
thereof withcross sectionsthrough the same space. For clarity,
it is useful to emphasize the difference between these two
perspectives. For aprojection, values along dimensions other
than those of interest are ignored – hence, all values along
those dimensions contribute (equally) to the projected density
values. For asection, on the other hand, specific (fixed) values
are selected for each of the dimensions other than those of
interest. Hence, only samples located at (or around) those
fixed values contribute to the sectional density values. As
a consequence, the particular values chosen for the unseen

dimensions have a significant impact on the details that are
observed in the sections. Our general strategy is to start
with sections through the centroid (mean value) of each
class, and then to proceed with a comparison between the
structures observed in the relevant sections and projections
in order to find additional structure-revealing cross sections.
The particular density estimator used in our work is a kernel
density estimator, using a novel algorithm to specify kernel
bandwidths, as is described elsewhere [9]. Since that estimator
was found to outperform all competitors in high-dimensional
spaces, it is reasonable to assume that it will provide the best
geometrical insight in such spaces.

Since the amount of data generated in the investigation
of any given problem is significant, we show representative
samples taken from our various tasks below, in order to gain
a number of intuitive insights. (Note that the same scales are
used for corresponding dimensions in all figures pertaining
to the same task, to enable meaningful comparisons. These
scales are generally chosen to span about 8 standard devia-
tions around the sample mean, to ensure that all significant
structures are visible.)

A. Synthetic data

Fig. 3 shows the projections of one of the classes in the
“Simplex” data set on all pairs of dimensions amongst the five
principal components. These projections reveal significant lin-
ear structures in each of the projections, as could be expected
from the data-generation algorithm employed. Significantly,
the projections by themselves are somewhat misleading, as
can be seen in the four cross sections shown in Figs. 4 to 7.
The pair of sections that pass through the origin (Figs. 4 and6)
reveal none of the complexity of the data sets – it is only when
the locations of the sections are chosen appropriately so that
they intersect with the complexes that some of this structure
is revealed (Figs. 5 and 7). For example, in Fig. 5, the value
of z3 is chosen such that the displaced slice now intersects
one of the simplicial complexes (z4 and z5 are left at zero).
Note also that the differences between these pairs of cross
sections, and between the cross sections and the corresponding
projections, are indicative of the geometric complexity ofthis
feature space.

B. Speech processing: phoneme recognition

Fig. 8 contains the pairwise projections for the phonemeaa
in the “TIMIT” data set. These projections are significantly
smoother than those in the synthetic data – although there
is some indication of bimodality in some of the projections,
and most of the projections are decidedly non-Gaussian, the
overall picture suggested by these projections is much simpler
than that in Fig. 3. The slices in Fig. 9 and Fig. 10 confirm
this impression (as do other cross sections not shown here):
the data in this class seem to be clustered into four or five
somewhat overlapping groups, with roughly ellipsoidal cross
sections that change slowly in shape as the location and ori-
entation of the cross section are changed. The equiprobability
contour in Fig. 11 is helpful in putting these pictures together.
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Fig. 3. Projections of the “Simplex” data set (class 0) onto pairs of principal
axes.
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Fig. 4. Example of slice through the origin of class 0 of the “Simplex” data
set, withz1 andz2 variable.
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Fig. 5. Example of displaced slice through class 0 of the “Simplex” data
set, withz1 andz2 variable, andz3 chosen to intersect one of the simplicial
complexes.
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Fig. 6. Example of slice through the origin of class 0 of the “Simplex” data
set, withz2 and z3 variable.
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Fig. 7. Example of displaced slice through class 0 of the “Simplex” data
set, withz2 andz3 variable, andz1 chosen to intersect one of the simplicial
complexes.

From a speech-processing perspective, this level of com-
plexity is quite understandable: the different clusters probably
correspond to different phonetic contexts surrounding the
phoneme of interest. This impression is supported by two
observations of data not shown here. For other phonemes,
such asf , which are known to be less affected by context, the
density functions are roughly unimodal. Also, when features
corresponding to context-dependent phonemes are extracted
(as is often done in speech processing), we find that the
projections and sections are again much simpler than those
shown here.

C. Speech processing: speaker age classification

In general, the density functions of the classes in the age
classification task are somewhat simpler than those associated
with phoneme classification. Examples of the projections are
shown in Fig. 12, with representative slices in Figs. 13 and
14. Some visually salient aspects of these figures, namely
the high-density regions parallel to the coordinate axes, are
artefacts that result from the way that we regularize our density
estimator. Hence, these thin horizontal or vertical lines,or
isolated bright points, may safely be ignored. Besides those
structures, we see some evidence of bimodality in the cross
sections, and fairly smooth concentrations with approximately
ellipsoidal profiles in many regions.
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Fig. 8. Projections of class “aa” of the “TIMIT” data set ontopairs of
principal axes.
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Fig. 9. Example of slice through the origin of the “TIMIT” data set (class
“aa”).
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Fig. 10. Example of displaced slice through the “TIMIT” dataset (class
“aa”).

Fig. 11. Example of an equiprobability contour of a three-dimensional section
through the origin of “aa” in the “TIMIT” data set (variablesz1, z2 andz3;
density value is 0.1 of maximal value within section).
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Fig. 12. Projections of class 0 of the “Age” data set onto pairs of principal
axes.
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Fig. 13. Example of slice through the origin of class 0 of the “Age” data
set.
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Fig. 14. Example of displaced slice through class 0 of the “Age” data set.

D. Image processing: object recognition

The projections of the “Vehicle” classification task (of
which examples for one class are shown in Fig. 15) contain
the most complicated structure of all our real-world pattern-
recognition sets. The cross sections in Fig. 16 and Fig. 17
suggest that these projections are fairly representative of the
detailed structure of the density functions: although the high-
density clusters move into or out of view depending on where
the section is taken (and their shapes are also somewhat vari-
able), these variabilities are nothing like the drastic changes
seen in the synthetic data set.

In some of the projections and cross sections, the profiles
of the high-density regions are notably non-ellipsoidal; this
observation, along with the observed multimodality, is easily
understood from the fact that different features of the objects
of interest come into view as the camera angle is rotated in
three dimensions.
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Fig. 15. Projections of class 2 of the “Vehicle” data set ontopairs of principal
axes.

V. CONCLUSION

We have presented a general approach to the visualization of
high-dimensional feature spaces. By utilizing flexible density
estimators we are able to represent a wide range of potential
geometries, and comparative analysis of projections of these
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Fig. 16. Example of slice through class 2 of the “Vehicle” data set.
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Fig. 17. Example of slice through class 2 of the “Vehicle” data set.

estimators with selected cross sections through the same
functions allow us to develop an intuition of the objects that
occur in these spaces.

Using these tools, we investigated a synthetic data set as
well as three real-world feature spaces. These investigations
confirmed that our tools are able to capture the properties of
the prespecified synthetic set; we also found that the realistic
feature spaces are substantially simpler than the synthetic set.
In fact, of the three abstractions represented in Fig. 1, it is the
simple elliptical shape that seems most similar to the shapes
observed in the majority of the spaces – the success of kernel
classifiers and Gaussian Mixture Models in various pattern-
recognition tasks is clearly compatible with this perspective.

These initial explorations call for several refinements, en-
hancements and applications. Some of these refinements are
related to the performance of our density estimators: the
artefacts observed in Section IV should be relatively easy
to remove with a suitable regularization technique, which
will hopefully also improve the overall performance of the
estimator. Our real-world tasks have all involved continuous
data in spaces of moderate dimensionality; spaces of very
high dimensionality (hundreds or thousands of dimensions)
or with discrete – e.g. binary – features may require novel
tools and produce new insights. Finally, the overall goal ofall
this work is to design better classifiers or probabilistic models,
and we hope that the insights reported here will indeed assist
us towards that goal.
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